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Abstract

Objectrecognition froma singleview fails whentheavail-
ablefeaturesarenotsuf�cient to determinetheidentityof a
singleobject,eitherbecauseof similarity with anotherob-
ject or becauseof feature corruptiondueto clutter andoc-
clusion. Activeobjectrecognition systemshaveaddressed
this problemsuccessfully, but they require complicatedsys-
temswith adjustableviewpointsthat are not alwaysavail-
able.

In this paperweinvestigatetheperformancegain avail-
ablebycombiningtheresultsof a singleview objectrecog-
nition systemapplied to imagery obtainedfrom multiple
�xed cameras. In particular, we addressperformancein
clutteredsceneswith varyingdegreesof informationabout
relativecamera pose.

We arguethat a propertycommonto manycomputervi-
sionrecognitionsystems,whichweterma weaktargeterror,
is responsiblefor two interestinglimitations of multi-view
performanceenhancement:thelack of signi�cant improve-
ment in systemswhosesingle-view performanceis weak,
and the plateauingof performanceimprovementas addi-
tional multi-view constraintsareadded.

1. Intr oduction
Most object recognitionsystemsdeterminethe identity of
an object on the basisof the information gatheredfrom
a single image. Typically, a set of featuresis extracted
from an imageandcomparedagainstthe featuresof train-
ing images,subjectto varying degreesof geometriccon-
straint. There has beenconsiderableresearchinto what
featuresarebestsuitedfor recognition,underwhat condi-
tions,andto whatdegreegeometricconstraintscanbeuse-
fully employed. Appearancebasedmethodsderived from
this researchhave beenamongthe most effective to date
[9, 10, 6, 11, 7, 4, 13].

Singleview recognitionfailswhenthefeaturesextracted
from theimagearenotsuf�cient to con�dently identify any
object. This canhappeneitherbecausea view of anobject
in the databaselooks very similar to a view of a different

objectin thedatabase,or becausea largenumberof thefea-
tureshavebeencorrupteddueto clutterandocclusion.

Onesolutionto this problemis to useinformationfrom
severalviewsof theobject.Therehasbeenconsiderablere-
searchonactiveobjectrecognitionsystems,wherethecam-
era is moved aroundthe object to gatheradditionalviews
until thereis enoughevidenceto obtaina suf�cient level of
con�dencein anobjecthypothesis.More recently, Schiele
and Crowley [12] developeda methodfor detectingthe
most salientviewpoints of an object and usedit to build
anactive objectrecognitionsystemwhich movesthecam-
era to the mostdiscriminantviewpoint of an object in or-
der to verify thepresenceof thehypothesizedobject. The
Adore systemdevelopedby Draperet al. [2] dynamically
selectsvision proceduresbasedon a Markov decisionpro-
cessmodel. Borotschniget al. [1] combinedeigenspace
objectrepresentationswith probability distributionsto ob-
tain classi�cationsthat canbe usedasa gaugeto perform
view planning.

While active objectrecognitionsystemsobtaingoodre-
sults, they requirea complicatedandexpensive setupthat
is not alwayseasyto achieve. A setupwheretwo or more
�x ed camerasaredirectedtowardsan object is mucheas-
ier andcanbea partof a largersurveillancesystem.There
hasbeencomparatively little work on combiningthe evi-
dencefrom staticcameras.Onesuchsystemis thesystem
developedby Mao et al. [5], which usesa majority voting
schemethat keepstrack of the numberof consistentvotes
castby prototypehypothesesfor particularobjectmodels.

In this paperwe investigatehow a single view object
recognitionsystem(presumablyindependentlydeveloped)
canbe usedin a multiple camerasetupto improve object
recognitionresults.Thecamerasarepresumed�x ed,or at
leastnot fully reorientableon-line, and informationabout
their relative poseandcalibrationparametersmay be lim-
ited. In our experiments,we usea previously developed
objectrecognitionsystem[14]; however the approachcan
be usedin conjunctionwith any objectrecognitionsystem
thatcanreturnseveralhypothesesaboutobjectidentity and
pose.



Section2 describesthe underlying object recognition
systemthat we use in our experiments. Section3 looks
at how thesystemdevelopedfor recognitionfrom a single
view can be usedfor multiple view recognition. Section
4 analyzesrecognitionresultswhentherelative positionof
thecamerasis not known, while Section5 investigatesthe
improvementthat canbe obtainedwhenwe have somein-
formationaboutrelativecameraposition.

2. The Underlying Object Recognition
System

The recognitionsystemwe usein theseexperimentsis an
image-trainable,feature-basedmethodbasedonahierarchy
of perceptualgroupingprocesses[14]. A 3D objectis con-
ceptualizedasafourth-levelgroup(seeFigure1) consisting
of a topologicallystructuredsetof �e xible 2D views, each
derivedfrom atrainingimage.In theseviews,which repre-
sentthird-level perceptualgroups,thevisualappearanceof
anobjectis representedasa plane-geometricallyconsistent
clusterof severaloverlappinglocal context regions. These
local context regions representhigh-informationsecond-
level perceptualgroups,andareessentiallywindows cen-
teredonandnormalizedby key �rst-level featuresthatcon-
tain a representationof all �rst-level featuresthat intersect
the window. The �rst level featuresare the resultof �rst
level groupingprocessesrun on theimage,typically repre-
sentingconnectedcontourfragments.

In moredetail,distinctive local featurescalledkeys, se-
lectedfrom the�rst level groupsin our hierarchy, seedand
normalizekeyedcontext regions, the secondlevel groups.
In thecurrentsystem,thekeysarecontoursfragmentsauto-
maticallyextractedfrom theimage.

Thesecondlevel of groupinginto keyedcontext patches
ampli�es the power of the key featuresby providing a
meansof verifying whetherthe key is likely to be part of
aparticularobject.

Even thesehigh information local context regions are
generallyconsistentwith several object/posehypotheses;
hencewe usethe third-level groupingprocessto organize
thecontext patchesintogloballyconsistentclustersthatrep-
resenthypothesesaboutobject identity andpose. This is
donethrougha hypothesisdatabasethatmaintainsa proba-
bilistic estimateof the likelihoodof eachthird level group
(cluster)basedon statisticsaboutthe frequency of match-
ing context patchesin the primary database.The idea is
similarto amulti-dimensionalHoughtransformwithout the
spaceproblemsthat arisein an explicit decompositionof
theparameterspace.In our case,since3D objectsarerep-
resentedby a set of views, the clustersrepresenttwo di-
mensionalrigid transformsof speci�c views. The useof
keyedcontextsratherthan�rst-levelgroupsgivesthevoting
featuressuf�cient power to substantiallyamelioratewell

3D object
representation of

LEVEL  I

LEVEL  II

LEVEL  III

LEVEL  IV

image

curves

context patches

2D views

Figure1: Theperceptualgroupinghierarchy

known problemswith falsepositivesin Hough-like voting
schemes.

The systemobtainsa forced-choicerecognitionrateof
97% when trainedon imagesof 24 objectstaken against
a cleanblack backgroundover the whole viewing sphere,
andtestedon imagestakenbetweenthetrainingviews,un-
der thesamegoodconditions.The testobjectsrangefrom
sportscarsand�ghter planesto snakesandlizards. Some
of themcanbeseenin Figure2. Performanceremainsrela-
tively goodin thecaseof clutterandpartialocclusion[8].

Figure2: Someof theobjectsusedin testingthesystem.

Thefeature-basednatureof thealgorithmprovidessome
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immunity to the presenceof clutter and occlusionin the
scene;this, in fact, was one of the designgoals. This is
in contrastto pureappearance-basedschemesthat usethe
structureof thefull object,andrequiregoodprior segmen-
tation.

3. UsingMultiple Views

Theobjectrecognitionsystemthatwe useanalyzesan im-
ageandreturnsseveralobjecthypothesescontaininginfor-
mationaboutobjectidentity, size(in imagepixels),location
andpose,aswell asa con�denceestimate.Whenseveral
viewsof thesceneareavailable,consistenthypothesesfrom
differentviews canbe combinedto obtainobject-in-scene
hypotheseswith highercon�dences.Thescenehypotheses
with thehighestcon�dencecanthenbeexamined,andap-
propriateactiontaken(for example,thehypothesiswith the
highestcon�dencemight bereturnedasthebestguessin a
forced-choiceidenti�cation task).

Dependingon thecamerasetupandtheavailableinfor-
mationaboutthecameras,severalobjectcharacteristicscan
beusedto determinehypothesisconsistency. Themostim-
portant(andmostobvious)constraintis thatthesameobject
shouldbehypothesizedin everyview of thescene.This re-
quires,atminimum,prior knowledge(or at leastlikelihood)
thatall (or most)of thecamerashave a particularobjectof
interestin their �eld of view. In practice,this information
is oftenavailable,eitherfrom approximatecalibrationanda
roughscenemodel,or from somesortof attentionalmech-
anism.

Furtherconstraintscanbe imposeddependingon what
additionalknowledgewe have aboutthesceneandcamera
setup. If the relative orientationof the camerasis known,
thenwe cancheckif the poseshypothesizedin the views
areconsistentwith thecameraposition,i.e. if the rotation
betweenthe camerasis the sameas the rotation between
thehypothesizedviews. If thedistancefrom thecamerasto
the objectis known, thenwe cancheckfor consistency in
scale.Finally, if thecamerasarefully calibratedwecanuse
the imagelocationinformationreturnedby the recognizer
to checkif thehypothesesareconsistentwith anobjectthat
is in a �x edpositionin 3D space.Becauseof thesensitivity
of imagelocationto cameraorientation,this lastconstraint
is dif�cult to useeffectively in practice,unlessthecameras
areextremelycarefullycalibrated.

A primaryresultof theexperimentsdescribedin thefol-
lowing is that in general,at leastfor thescenarioswe con-
sidered,thereis a plateaueffect. Additional information
helpsto a certainextent, but generallyimposinga subset
of the availableconstraintsis enoughto achieve the avail-
able improvement,and imposingfurther constraintsis re-
dundant.Thereasonfor this is discussedlater.

In our experiments,we �rst investigatedapplyingonly

the identity constraint,i.e., two hypothesesfrom different
camerasare consideredconsistentif the object identities
match. The prior assumptionis that the differentcameras
all containthe object in their �eld of view. In a second
experiment,we assumed,in addition,knowledgeof cam-
eraorientationanddistancefrom theobject. This allowed
us to applybothorientationandscaleconstraints,i.e., two
hypothesesareconsistentif the object identitiesmatch,if
the relative 3D orientationsareconsistentwith the known
relative orientationof the cameras,and if the imagescale
measuresareconsistentwith the known relative distances.
(As the valuesof theseparametersreturnedby the recog-
nizerareapproximate,thematchconditionfor consistency
is alsoapproximate.)

Thebasicalgorithmwe useis asfollows: run theobject
recognitionsystemon the imagesobtainedfrom all the �

camerasandrequestthe best � hypothesesfor eachcam-
eraview, where � canvary dependingon theperformance
of therecognizerin a certaintypeof scenes.For every � -
tupleof hypothesesof thescene,eitherthehypothesesare
consistentor they arenot. Moreover, for a consistenttuple,
wecancombinethecon�dencevaluesto obtainacombined
con�dencevalue.We wantto �nd theconsistenttuplewith
thehighestcombinedcon�dence. Theobviousbruteforce
methodhaspoorperformancefor � greaterthan2 (it is ex-
ponentialwith � ). Fortunately, themethodfor combining
con�dencesproducesaresultthatis monotonicwith respect
to asumof individualraw scorevaluesassociatedwith each
hypothesis.This allowsa dynamicprogrammingalgorithm
to �nd thehighestcon�dencetupleef�ciently . Thefactthat
mosthypothesispairsarenotconsistentproducesadditional
pruning,whichin practicemakesthetimeneededfor these-
lectionprocessnegligible comparedto thetime neededfor
therestof therecognitionprocedure.Thisalgorithmcanbe
usedin conjunctionwith any objectrecognitionsystemthat
reportsseveralhypothesesfor eachimage.

4. Matching Object Identity

In our �rst testwe only usedthe objectidentity constraint
andlookedat theimprovementin objectrecognitionresults
when two camerasare used. Our test set involved 6 dif-
ferentobjects(thesameonesshown in Figure2). Thetest
dataconsistedof 150 pairsof imagesper object,50 pairs
eachwith the cameras20, 45 and 90 degreesapart,with
thepairsdistributedmoreor lessrandomlyover the view-
ing sphere. The actualprocessfor generatingthe test set
for eachobjectconsistedof taking50 imagesof theobject
evenly distributedover theviewing sphere,consideringall
2500pairsfrom thisset,andfor eachtestangle(20,45,and
90)randomlyselectingasubsetof all thepairsseparatedby
approximatelythatangle(plusor minus5 degrees).

Performancewasevaluatedby comparingROC curves
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for single view and 2-view casesfor each object class.
Thesecurvesshow thedetectionrateversusthefalsealarm
rateachievablefor the differentapproaches.For eachob-
ject, thetestpairsfor theother5 objectswereusedasneg-
ative examples. This ensuredthat dependenciesbetween
viewsdueto commonstructurewerepresentin thenegative
examplesaswell asthepositiveexamples.(Usingrandom,
uncorrelatedpairsasthenegative examplescould produce
unrealisticallygoodperformance).

The ROC curvesshown in this paperwereobtainedby
using the raw scoreto set the parametersof a Gaussian
performancemodel,anddoingsomemodestextrapolation.
Prior testson the distribution of scoresproducedby the
recognitionsystemindicatethatthis Gaussianmodelis rel-
atively accurateout to at leasttwo standarddeviations.This
meansthattheROCcurvesmaybetakenasaccuratefor de-
tectionratesbelow about99% andmissratesabove about
1%. Extrapolatingtheperformanceto higherlevelshasnot
beenexperimentallyveri�ed, asthenumberof testcasesis
insuf�cient to doso.However thecurvesareavalid indica-
tor of relativeperformanceevenat higherlevels.

As aproofof concept,we�rst lookedat theperformance
onclean,blackbackgroundimages,similar to thosein Fig-
ure2. Theperformanceon theseimageswhenusinga sin-
gle view is alreadyvery good,but the useof two cameras
andtheidentityconstraintpushedtheerrorratesigni�cantly
lower. For this experiment,the test casesat differentan-
gleswerelumpedtogetherto giveanideaof overallperfor-
mance.

Figures3 and4 show theROC curvesfor the two most
dif�cult objectsin thedatabase,thecupandthe toy-rabbit.
Thecontinuousline showstheperformancewhentwo views
wereused,while thedottedline shows theperformancein
thecaseof a singleview. Theplotson theright zoomin on
theupperleft cornerof theplotson theleft.

Qualitatively similar improvementin performancewas
observed for all the other objects in the database. The
Gaussian-�tROC curvesfor someof the otherobjectson
black background(suchasthe car) have kneeswell above
.9999detectionand.0001falsealarmratefor thetwo-view
casewhich thoughindicativeof exceptionallygoodperfor-
mance,are out of the rangeof establishedvalidity of the
Gaussianmodelandthuscannotbe takenasquantitatively
accurate.ROC plotsgeneratedwithout theGaussianmodel
are completelyuninformative, as there is a wide gap be-
tweenthe highestscorefor a negative caseandthe lowest
scorefor a positive case.All this actuallyraisesthe inter-
estingquestionof how very high performancelevels can
bevalidatedwithouthuge(i.e.,millions of independentim-
ages)testdatabases.That'sanotherpaperhowever.

Unmeasurablygood performanceon isolated images
aside,the practicalgoal of combiningviews is to improve
recognitionin clutteredsceneswheretheperformanceof a
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Figure 3: ROC comparisonfor cup on cleanbackground
(imageon theright is azoomin on theimageon theleft)

0 0.2 0.4 0.6 0.8 1
0

0.2

0.4

0.6

0.8

1

False alarm rate

D
et

ec
tio

n 
ra

te

multiple views
single view

0 0.02 0.04 0.06 0.08 0.1
0.9

0.92

0.94

0.96

0.98

1

False alarm rate

D
et

ec
tio

n 
ra

te

multiple views
single view

Figure 4: ROC comparisonfor toy-rabbit on cleanback-
ground(imageontheright is azoomin ontheimageonthe
left)

thesingle-view systemis considerablylower. To testthebe-
havior in theseconditionswe acquiredan additionalsetof
imagepairsof objectson clutteredbackgrounds.Someof
thesecanbeseenin Figure5. As with theclean-background
experiment,thetestsetcontains150imagepairsperobject,
50 imageseachwith thecamerasat 20, 45 and90 degrees
apart.In thiscasehowever, theimagepairsrepresentactual
simultaneousphotosof objectsin clutteredbackgrounds,so
thatthebackgroundstructureaswell asthetargetstructure
is correlated. Again, the intent is to avoid unrealistically
high estimatesof performanceresultingfrom unwarranted
assumptionsof independenceof extraneousstructure.

Figure5: Testobjectsonclutteredbackground.

As with the clean-backgroundcase,recognitionperfor-
manceimproved in all cases.However, the degreeof im-
provementwasconsiderablylessin caseswheresingleview
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performancewaspoor(e.g. in thecaseof thetoy-bear, see
Figure6, top), andmorein caseswheretheoriginal single
view performancewasbetter(e.g. in thecaseof theplane,
seeFigure6, middle, and the sports-caron the bottomof
the same�gure). The effect is primarily due to the fact
that poor recognitionperformancein the singleview case
is mostly the result of featuredisruptioncausedby back-
groundclutter, resultingin low overall evidencescoresin
theobject-presentcase,ratherthanbeingdueto highscores
resultingfrom accidentalalignmentof clutterfeatures.This
phenomenonis anexampleof whatmightbetermedaweak
target error (as opposedto a falseresponseerror). Such
errorsoccurin many (perhapsevenmost)computervision
recognitionsystems.In our system,the disruptionof fea-
turesis a structuraleffect, and tendsto be correlatedbe-
tweenviews. Henceoverall objectevidenceis low even if
multipleviewsareused,andthecon�dencein a hypothesis
doesnot increasesubstantially.

The practicalconclusionis that, if singleview recogni-
tionworksmoderatelywell, thenmultipleviewscanbeused
to signi�cantly crankup theperformancelevel. However, if
the singleview recognitionperformanceis weakto begin
with, thenmultiple views won't redeemtheproblem. The
result is in concertwith generalexperiencein the �eld of
recognitionconcerningthedif�culty of leveragingmultiple
sourcesof weakevidenceinto stronghypotheses.

4.1. The Effect of the Relative Position of the
Cameras

In our next experimentwe looked at how the relative po-
sition of thecamerascanin�uence theperformanceof the
system.Theintenthereis not to useinformationaboutthe
camerasin checkinghypothesisconsistency, but to look at
how performancechangesaswe move thecamerasfurther
apart.Themotivationis therecurringimportanceof theef-
fect of independenceof information.As thecamerasmove
furtherapartfrom eachother, theobjectviewsthatthey cap-
ture becomeincreasinglydifferentiatedas additional fea-
turescomeinto view. Intuitively, more independentevi-
denceshouldbe available. A particularinstanceof this is
thecasewhereoneof thecamerasobtainsa “pathological”
view of theobject(a view thatis verydif�cult to recognize
even by humans).The further the secondcamerais from
the�rst one,thehigherthechanceto obtaina morerecog-
nizableview.

The predictedeffect is in fact observablewith our sys-
tem. We testedseparatelyon the setsobtainedat 20, 45
and90 degrees. In general,the performanceimproved as
the distancebetweenthe camerasincreasedin both black
backgroundand clutteredimages. There doesappearto
be a thresholdangle,somewherebeyond 40 degrees(and
slightly dependenton the particularobject)beyond which
performancedoesnot increasesubstantially. This probably
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Figure6: ROC comparisonfor objectson clutteredback-
ground; top: toy-bear;middle: plane; bottom: sports-car
(plot on the right zoomsin on upperleft cornerof plot on
theleft)

re�ects a point at which mostof thefeatureshave beenre-
placed,or changedshapeto the point that the information
increasehasbeenmaximizedas far as the discrimination
abilitiesof thesystemareconcerned.

Figure 7 shows the performanceat different anglesof
separationonimagesof thetoy-rabbitonblackbackground,
while Figure 8 shows the performanceon imagesof the
sports-caron clutteredbackground.The plotson the right
zoom in on the upper left cornerof the plots on the left.
Similar variationwith separationanglewasobservedwith
otherobjects.
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Figure7: ROC comparisonfor differentcamerapositions
for toy-rabbitonblackbackground(plot ontheright zooms
in onupperleft cornerof plot on theleft).
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Figure8: ROC comparisonfor differentcamerapositions
for sports-caron clutteredbackground(plot on the right
zoomsin onupperleft cornerof plot on theleft).

5. Matching Object Pose
If the relative position of the camerasis known, thenad-
ditional geometricconstraintscan be imposedon the hy-
potheses.Underreasonableconditionsof observation,i.e.,
bothcamerasobservingtheobject,from distancesthatare
relatively largecomparedto thesizeof theobject,thecon-
straint on the rotation betweenviews that can be derived
from knowledgeof cameraorientationis reasonablywell
conditioned.In particular, if both camerashave theobject
moreor lessin the centerof their �elds of view, or, more
precisely, if the (angular)differencebetweenobjectcenter
andthe cameracenteron the imageis lessthanthe angu-
lar uncertaintyallowed for an orientationmatch,then the
conditionon theorientationhasa particularlysimpleform.
Speci�cally, two hypothesesareconsistentif the 3D rota-
tion betweenthehypothesizedviews is thesameasthe3D
rotationbetweenthecameraorientations.Theprocesscan
be modi�ed (usingcamerainformation) to handlesigni�-
cantimagedisplacementsshouldthisbenecessary.

A convenientway to representand comparethesero-
tations, is using unit quaternions[3]. In brief, a quater-
nioncanbecharacterizedasanorderedpair, consistingof a
scalarpartanda vectorpart: ���������
	�� . A rotationabout
any axis passingthroughthe coordinateorigin (the object
in our case)is de�ned by a quaternionwith the following
scalarandvectorparts:

�
�������

�

�
� 	�������� �

�

�
(1)

where� is aunit vectoralongtheselectedrotationaxis,and
�

is the speci�ed rotationangleaboutthis axis. Rotations
canbecomposedthroughquaternionmultiplication.

To checktheconsistency of two single-view hypotheses,
we convert, in eachcase,the angularposeinformationre-
turnedby the recognizerto a quaternionthat speci�es the
hypothesized3D rotation of the object in a commonco-
ordinatesystem. From this, a quaternionrepresentingthe
reorientationbetweenviews (expressedin thesamecoordi-
natesystem)canbecomputed.Theknown relativeorienta-
tion betweenthetwo camerascanbeexpressedasa quater-
nion in (oneof the) cameracoordinatesystems.From the

poseinformation returnedby the single view recognizer,
this quaternioncanbe convertedinto the commoncoordi-
natesystemusedto representthe relationshipbetweenhy-
pothesizedposes.

As they are now in the samecoordinatesystem,the
quaternionsrelatingtheposesandthecamerarotationscan
be compareddirectly. This is done(andthis is the whole
point of the quaternionrepresentation)by multiplying the
posetransformationby the inverseof the cameratransfor-
mation,anddeterminingthe rotationanglecorresponding
to theresultingunit quaternion(two timesthearc-cosineof
therealpart).Thisangleis awell conditionedmetriconthe
differencebetweenthetwo orientations,andis expressedin
unitsin whichwehaveknowledgeabouttheaccuracy of the
singleview recognitionsystem.Theorientationconsistency
of thehypothesescanthusbecheckeddirectly.

If we know the relative orientationsof the camerasand
thelocationof thehypothesizedobjectsin the�eld of view,
we generallyalsohave informationon therelative distance
from the camerasto the object. This canbe usedplacea
consistency constraintbetweenthescaleparametersin pairs
of singleview hypotheses.

To test the effect of utilizing additionalconstraintsbe-
tween views, we ran an experimentwhere we imposed
the identity, the orientation,andthe scaleconstraints.We
comparedour resultsto theresultsobtainedwhenwe only
checked the object identity constraint. Figures9 and 10
show the ROC curvesobtainedusinga singleview, using
two viewswith theidentityconstraintbut withoutposecon-
straints,andusing two views with the the identity, orien-
tation, andscaleconsistency constraints,for the planeon
cleanbackgroundandthe �ghter on clutteredbackground
respectively. Weobtainedsimilar resultsfor all ourobjects.
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Figure9: Performancefor planeoncleanbackgroundusing
poseconsistency constraint(plot on the right zoomsin on
upperleft cornerof plot on theleft).

For thecleanbackgroundcase,someadditionalimprove-
mentin performanceis observed- perhapsa factorof two
reductionin analreadyextremelylow misclassi�cationrate.
However, this is typically signi�cantly lessthanthereduc-
tion in misclassi�cationobtainedfor just the identity con-
straint. Also, as notedbefore,the numericalaccuracy of
someof theextremelylow ratesis uncertain,astheGaus-
sianmodelhasnot beenveri�ed pasttwo standarddevia-
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Figure10: Performancefor �ghter onclutteredbackground
usingposeconsistency constraint(plot on the right zooms
in onupperleft cornerof plot on theleft).

tions. For the clutteredscenes,further improvementis es-
sentiallyabsentin all cases,eventheoneswheretheinitial
identityconstraintproducedsubstantialperformancegains.

This plateaueffect alsoseemsto be dueto weaktarget
errors.Speci�cally, many errors,especiallyin thecluttered
scenesareduenot to anaccidentalalignment,high-scoring
of clutter structure,which additionalconstraintswould be
expectedto exclude,but to disruptedandhencemissingfea-
turesof thetargetobject.In suchcases,a “correct” hypoth-
esisfor a view is often not even generated,andthusthere
arenoconsistenthypothesesto standoutwheninconsistent
combinationshave beeneliminated.Thecaseswheregain
is possiblethrougheliminatingfalse,high-scoringmatches
throughmultipleview constraintarelargelycaughtwith the
simple identity constraint. At somepoint, errors due to
the non-generated-hypothesisfactoroutweighthe remain-
ing errorsthat canbe eliminatedby additionalconstraints.
At this point, the improvementplateaus. This effect will
occur (thoughpossiblyat a different constraintlevel) for
any recognitionsystemsubjectto weaktargeterrors,even
atvery low frequency.

6. Conclusions
We presenteda methodfor objectrecognitionfrom multi-
ple views basedon combiningthe evidenceobtainedby a
singleview objectrecognitionsystemfrom every available
image.Theadvantageof sucha methodover active object
recognitionsystemsis the simplicity of the setup,andthe
ability to useindependentlydevelopedsingle-view recogni-
tion systems.Themethodcanbeusedin conjunctionwith
any single-view objectrecognitionsystemthatobtainssev-
eralobjectandposehypotheses.

We investigatedexperimentallyhow recognitionperfor-
manceimproves in black backgroundand clutteredback-
groundimagesof objectsas different constraintsare im-
posedbetweenthe single view hypotheses. Our results
demonstratethatthemethodcandramaticallyimproveper-
formanceover the single-view level, with two important,
andinterestinglimitations:First,useof multipleviewsdoes
not signi�cantly performanceif singleview performanceis

weak.Second,thebene�tsof imposingconstraintsbetween
views plateau,so thatusingadditionalavailableconstraint
information, doesnot necessarilyproducea concomitant
improvementin performance.We arguedthat both limi-
tationsarisefrom a propertycommonto many computer
vision recognitionsystems,that we term a weaktargeter-
ror.
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