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Abstract

In this paper we presenta methodfor propagatingseggmentationinformationacrossa
saccadéor afoveatingcameraln particulay wetake aregionof interesfrom awide-angle,
low- delity imageand propagatats segmentationinformationto a zoomed high- delity
imagecontainingthatregion. Our methodusesnormalizedgreyscaletemplatego estimate
the changein translationand magni cation requiredto transformthe segmentedregion.
This processs usefulfor systemswvhich detectregionsof interestat low- delity andthen
performa saccadéo provide a high- delity view of thatregion of interest.We shav how
usingthis methodincreaseshe performancef anactive objectrecognitionsystem.

Supportfor this work provided by NSF Grant 1S-9977206,NSF Grant EIA-0080124,and the W.M.
KeckFoundation



1 Intr oduction

In biologicalvision systemssaccadeareusedto obtainhigh- delity imagesof regionsof

interestthataredetectedn thelower delity periphery A saccades arapideye movement
that xates the fovea,the areaof the eye with highestacuity, on an areaof interest. The
analogousoperationin a pan-tilt-zoom(PTZ) camerasystemis to centerthe region of

interestin theimageandzoomin to increasaheimageresolutionof theregion. To make

theanalogycompletewe alsorequirethatthe pan-tilt-zoomoperationcompleterelatively

fast. “Relatively fast” in this casemeanghatonly a few imageframesaremissedduring
thesaccade.

Saccadespeedis inherentlytied to the cameras physicallimitations. Slow pan-tilt-
zoomspeeddeadto slower saccadesFor the purposeof this work, we assumehat all
framesbetweertheinitiation of the saccadandits completionaredropped.This assump-
tion preventsrelyingontheuseof intermediatdramesthatmaydisappeaascameraspeeds
improve, andis probablyconsistentvith the situationin the humanvisual system.

Choosingareasf interestto saccadéo, or xate on, frequentlyinvolvessegmentation
of somekind onthelow- delity images.Often,it is usefulto propagatehis segmentation
informationto the high- delity imagesafterthe saccadePropagations especiallyuseful
whenthesegmentatiorprocessannotbeperformedonthehigh- delity image.Suchis the
casewith motionor changeseggmentatiorsincethey dependon pastframeswhich arenot
availableat high- delity. We presenta simpletechniquefor quickly propagatingsegmen-
tation information betweenow- andhigh- delity imagesduring a camerasaccadaising
anuncalibratedPTZ cameraandshaov thata segmentatiorso propagatedmprovesperfor
manceof adif cult objectrecognitiontask. Thistechniquds alsousefulwhenthe pantilt,
andzoomparameterbetweerthetwo imagesareknown, but someavhatimprecisely

Foveatingcamerasareusedin a numberof applicationssuchassecurity suneillance,
andbiometricidenti cation. Our particularapplicationis anactive recognitionsystermused
to trackobjectsin asmarthomesetting.We shov how usingsegmentatiorpropagatiorcan
increaseébothspeedandaccurag of therecognitionprocess.

2 RelatedWork

Biologically inspiredfoveal sensordave beenthe subjectof considerableesearch.One
of the rst “silicon retinas”wasdevelopedby Mahowald[Mahawvald, 1991]. Otherdesigns
have madevariousimprovementsA comprehensie comparisorof differentsensorss pro-
videdby Moini[Moini, 1997]. Eachof thesesensorsnimicsbiologicalretinasby providing
a high-acuityfoveaanda lower-acuity periphery While usefulfor vision researchlack of
wide scaleavailability of thesechipspreventstheir usein the developmentof real-world
applications.



Pan-tilt-zoom(PTZ) camerasirethe rst widely availablevisualsensothatarecapable
of foveal sensing. They provide the ability for both wide-angle,coarse-scal@iews and
narrav-angle, ne-scaleviews. The maindravbackof the PTZ cameraasa foveal sensor
is that a single cameracannotsimultaneouslyprovide both theseviews. Using a second
cameragitheranadditionalPTZ or a stationarycameraallows bothfovealandperipheral
imagesput requiresthe additionalstepof calibratingthe camerago eachothet

Several systemghatutilize PTZ camerasasfoveal sensoremplgy the secondcamera
approacho acquirebothfovealandperipheraimages.Someexamplesareafacedetection
andtrackingsysteniStillmanetal., 1999],andtheVSAM projectwhichuseanulti-camera
systemto performhuman/ehicle/clutterclassi cation[Collinsetal., 1999].

In our systemwe take the approactthatfovealandperipheralimagesarenot needed
at the sametime. This allows the systemto usea single PTZ cameraper scenefor both
peripheralandfovealimages.Eventsin the peripherywill not beenseenwhile thecamera
is foveated.This conditionis acceptabléecauseve do notexpectto beviewing fovealim-
agesfor long periodsof time. Our applicationinvolvesquick saccadegyrabbingof foveal
imagesfollowedby aquickreturnto theperipheralview. Thesinglecamerapproaclsim-
pli es the systemby allowing the camerao be uncalibratednaking setupand portability
issuegminimal.

Thereareseveral projectscurrentlyworking on technologiego improve peopledives
in thehome. The NeuralNetwork housestrivesto provide betterenegy managemerand
conserationbasedn the occupantbehaior[Mozer, 1998]. Thegoal of the AwareHome
to know who is in home,wherethey are, and what they are doing[Kidd et al., 1999].
TheHousen projectaimsto empaver peopleandmotivatebehaior changeby providing
pertinentinformationat the precisetime it is neededo in uence a decision[Intille,2002].
Our projectis associateavith the SmartMedicalHomein the Centerfor FutureHealthat
the University of RochesterThe focusof the smartmedicalhomeis to usetechnologyto
help peoplemanageheir healthin the home,therebyreducingburdenson the healthcare
system.

3 Propagatingsegmentationinformation

The problemof segmentationpropagations to take a setof pixelsrepresenting region,
R, in alow- delity image,l,|, andmapthemto a new setof pixels, Ry, in a high- delity
image,l,, wherel, is relatedto |, througha camergpan,tilt, zoomintendedto centerthe
region of interestin a highresolutionimage.In ablind or nave approachye might model
the effect of a pan, tilt, andzoomasx andy imagetranslationsty, ty, anda changein
magni cation,M .

We could computetheseparametergo centeran appropriatelysized versionof the
region of interestin the image,andthenexecutean actualcameramotionintendedto ac-
complishthe desiredransformation.



In generalpecausehereis someuncertaintyin themovementof thecamerathetrans-
lation andmagni cationfactorsthatbestmatchthe actualeffect will not matchthoseused
to computethe movementcommand.Thusin the nave approachwve canassumehatwe
have only rough estimatesof the parametersy, t,, andM. Giventheseestimatesthe
nave approactto sggmentatiorpropagatiorwould beto transformthe R, by thet,;t,; M
parameterasfollows.

For eachpixelin R, locatedat (x;;y;), thelocation(xy; yy) in I, is computedoy

Xh = (X| tx) M (l)

Ya=MW ty) M (2)
Whereeachpixel in I, hasasizeof M .

The resultis a sggmentedregion at the centerof the high- delity imageand of ap-
proximatelythe correctscale,but not necessariljined up with the new projectionof the
physicalpointsthatgeneratedhe original region of interest.Dependingon theapplication,
the resultsmay be acceptableaslong asthe cameras pan-tilt erroris low andthe x ed
pointunderzoomis relatively closeto the centerof theimage.If eitherof theseconditions
do not hold, thenthe desiredregion of interestwill drift from the centerof theimage,and
segmentationmisalignmentwill increase.The effect is exacerbatedn high zoom situa-
tions. An exampleof this type of erroris shovn in Figure1(d). In this case eventhough
estimate®f the cameramotion areavailable,thereis a clearneedfor a methodto reduce
errors.

A fairly obvious approacho propagatingsggmentationinformation,andthe oneem-
ployedhere,isto employ atemplateof theR, in thelow- delity imageandusethattemplate
to estimatet,, t,, andM . Theseestimatesreusedto localizethesegmentin thel j,.

First, atemplateof the sgmentedegion, R, is constructedy taking the pixelsin the
regionandnormalizingthemby subtractingoutthe meanintensity If thetemplatedoesnot
containsufcient structure thenthis methodis likely to provide erroneousesults.Conse-
guently thetemplateis rst runthroughaninterestoperatorto ensurethatit hassufcient
structureto provide reliable templatematching. If insufcient structureis available, we
revertto thenaive approachratherthatrisk makingalargererrorby relying onanincorrect
computation.Currently the varianceof the templatepixels are usedasinterestoperator
Variancebelow athresholds consideredotinteresting.

A multi-resolutionimage pyramid of the high- delity imageis constructedwith R 2
betweenscales. The numberof differentscalesneededn the pyramid is determinedoy
log® 5 of theratio of theimageheightto templateheightor imagewidth to templatewidth,
whichever is less. This guaranteeghe imagein lowestlevel of the pyramidis largerthan
or equalto thetemplatein bothdimensions.

Normalizedgreyscalecorrelation,asin [Ballard andBrown, 1982], betweerthe tem-
plateandimagepyramidis performed.Themaximumpeakfrom thecorrelations extracted
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andusedasanestimatéor (t,;t,; M ). Equationsl and 2 arethenusedto obtainRy. Note
thatif aroughestimateM °of M is known from the cameratheninsteadof runningonthe
entireimagepyramid, |, canbe scaleddown by M ° andcorrelationcanbe performedon
only nearthatscalereducingthe computationatosts.

Theprocedureandtheresultspresentedn later sectionsusenormalizedgreyscalecor
relation (NGC) templates. However, othertemplatematchingmetricscould be utilized,
suchassumof squaredifferencegSSD)or sumof absolutedifferenceqdSAD). In addi-
tion, this techniquecanbe extendedo color-basedemplates.

4 PropagationResults

In thissectionwe quantifytheexpectedperformancef thesegmentatiorpropagatioriech-
nique. Two typesof errorsariseduring localization: errorsin the magni cation estimate,
M © anderrorsin thetranslationestimates, andt, .

Errorsin the estimatedmagni cation, M °, occurdueto quantizationof scalesin the
imagepyramid. In the worst case the actualscalewill fall halfway betweentwo levels.
Theexpectederrorin magni cation canthenbewritten as

— 1 .
Quo= 5(s 10) 3)

wheres > 1:0is thescalefactorin theimagepyramid. We uses = o 2, giving aworst
caseerrorin magni cationis ey o = 0:0946 or about9.5%, andan expectederror of just
under5%, assumingheclosestscaleis generallyfound.

Errorsin the translationestimates, andt, arecausedy the differencein scalesbe-
tweenthetemplateandmatchedmagefrom theimagepyramid. Eachpixel in thetemplate
effectively occupiesM ® M © pixelsin the matchedmage. As a very rough model,we
might considereachof thoselocationsis equallylik ely to bethe“correct” locationof the
templatepixel. If we choosehe centermixel asthelocation,we getamaximumpixel error
in thex andy directionsof .

— 0. — 0
&, = ;MLe, = oM (4)
andanexpectederrorof half thesevalues.

Figurel shovs an exampleof sggmentatiorpropagatiomearthe physicallimit of the
cameras zoom of twelve timesmagni cation. Note thatthe naive approachusingmag-
ni cation andtranslationparameterérom the camerdails dueto panandtilt errors. The
sgmentatiorpropagatiormethodcorrectlylocatesheregion of interest.results.

For thetestsetdescribedn Section5, segmentatiorpropagatiorcorrectlylocalizedthe
ROI for all but oneimage.Thatimagehasa pan-tilt errorthatleavesthe ROI only partially
in thezoomedmage.Seggmentatiorpropagations unableto dealwith this casebecauset
violatestheassumptiorthatthe ROI is containedn thezoomedmage.
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(©) (d)

Figure1l: Comparisorbetweemaive andtemplatesegmentationpropagatiorapproaches
onanlargezoom. The zoomis at thelimit of the camerayoughly 12 timesmagni cation
(a) original low- delity image,(b) region of interest(ROI) obtainedfrom dilated change
detection,(c) original high- delity image,(d) naive propagatedROl, (e) templatepropa-
gatedROlI



For all otherimagestheerrorin M °wasmeasuredby hand.Theresultswasanaverage
errorin M ° of 4.6%, closeto the expectedvalue of 4.7%. Figure4 shaws the resultsfor
someof thesemages.

5 Application : Active Recognition

In this section,we demonstrat@n applicationof segmentatiorpropagation.n particular
we use segmentationpropagationto reduceclutter and improve recognitionratesin an
active recognitionsituation.

fesistance

The cup was last seen on the kitchen counter

Show Previous Incorrect ¥
(= T
41 Press the object above to

get the current location

Figure2: Userinterfaceto the Memory Assistanceprogram. Pressinghe picture of the
objectqueriedor its currentlocation. Locationis providedwith visualandaudiocues

Thespeci c applicationis amemoryassistancéool thattracksobjectsin ahomeervi-
ronmentandprovidesaneasy-to-usénterfacethatallows the userto queryfor the objects’
currentlocation. It is intendfor useby peoplewith mild cognitivedif culties to assisthem
in keepingtrack of frequentlymisplacedobjectssuchasthe handseto a portablephone,
eyeglassespr car keys. The systemis describedn detailin [Nelsonand Green,2002],
but we give a brief sketchhere. The systemusesPTZ camerago watchselectedsurfaces
in the home,suchasthe kitchencounter living room table,and bedsidetable. For each



camerathe systemwatchedor a periodof actity in the scenewhich signi es the pres-
enceof ahumanagent.Oncethe sceneébecomestable,i.e., the humanhasleft the scene,
regionsof interestarefound usingdilatedchangedetectionsegmentation.This segmenta-
tion emplogys pixel-basedmeanandvariancemodelsof the sceneo determinegforeground
(changedpndbackgroundunchangedpixels. Median ltering is usedto remove individ-
ual pixels andsmall regions. Two dilationsarethenusedto Il holesand meige nearby
groupsof foregroundpixels. The pixels are then groupedinto regions using connected
componentsTheseregionsrepresenareasof changen sceneput we areonly interested
in thosechangedhat are causedby the placemenif, or removal of an objectfrom the
scene.Becauseve know a priori the expectedrangeof sizesof the objectsof interestin
thesceneandbecaus@urobjectsareall relatvely compactwe remove from consideration
ary region thatis too big, too small, or not compactenough.Theregionsthatareleft are
candidateobjectregions.

Zoomed high-resolutionmagesareacquiredof eachcandidateobjectregion andsent
to an objectrecognizerfor identi cation. The zoomedimageis acquiredby a panand
tilt that placesthe centerof the candidateregion in the centerof the imageanda zoom
suchthatthe diameterof the candidateegion is approximately60% of the diameterof the
image. For corvenience the region's diameteris approximatedy its normalizedx ory
extent,whicheveris greaterandtheimagediameteiis approximatedy thecorresponding
numberof pixelsin the x or y dimension. The pan, tilt, and zoom parametergprovide
estimatesor t,;t,, andM .

Therecognizerattemptdo classifytheregion asoneof the known objectsor as“don't
know”. If aknown objectis detectedanappearanceventis generate@ndsentto acentral
location tracking database.If “don't know” is returnedin a location that a previously
containeca known object,a disappearanceventis sent.Thelocationdatabas&eepstrack
of all appearancanddisappearanceventsfrom all camerasandcanbe queriedusinga
touchscreemterface,shovn in Figure2, by pressingheimageof the desiredobject. The
systemrespondsoth visual andaudiocuesasto the locationof the object. A picture of
the objectin its locationis highlightedby a boundingbox alongwith a text descriptionof
thelocation,for example“The cupis onthekitchencounter”. Thetext descriptionis also
spolenaloudusingatext-to-speectsynthesizer[@yloretal., 1998].

Oneof the short-coming®f the systemis thatassurfacesbecomemorecluttered,the
recognitionrateof known objectsdeclinesandtherateof falsepositivesincreasesin order
to reducebackgrounctlutter, thetechniquedescribedn Section3 is usedto propagatehe
candidateobjectregion informationfrom the wide-angleview to thezoomedmageof the
candidateregion. Theimageis thencroppedto avoid sendingexcessbackgroundclutter
to the recognizer Currently croppingis donewith the boundingbox of the segmented
region plus a thirteen(13) pixel borderto allow for lossof in informationfrom reduction
in imagesize during imageprocessing.The useof the boundingbox is motivatedby the
factthatthe dilatedchangesegmentatiorfrequentlyfails to segmentthe whole object,so
croppingbasedon the region maskmay introducearti cial occulsions. The systemalso
usesthe estimateof the magni cation, M ° to speedup computationby only searchinga
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singlescale.

5.1 Results

A testsetof sixty-six (66) views wereacquiredof six differentobjects shovn in Figure3,

in clutteredenvironments. Eachview consistsof a wide angle,low- delity imageof the

scenea candidateobjectregion obtainedfrom dilated changesegmentationasdescribed
above for thatimage,anda zoomed,high- delity in imageof the candidateregion also
acquiredasdescribedabove.

Thetestobjectscamefrom the standard'six objectdatabasetsedin previousexperi-
mentsutilizing thisrecognizerAn exampleof thetestsetsaregivenin Figure4 alongwith
theresultsfor sggmentationpropagation.The actualapplicationusesa differentdatabase
consistingof threedifferentobjectytelephondandsetcup,andeyeglasses)hatonewould
expectto wantto trackarounda home.Thatdatabasés notusedin this evaluationfor two
reasonsFirstandmostimportantly it is too smallto give anaccurateavaluation.Second,
the six objectdatabaséasbeenwell-studiedin otherpaperdNelsonandSelinger 1998]
which providesabaselindor standardecognition.

Severalmethodsareusedmeasureheusefulnessf the segmentatiorpropagationech-
nique for active recognition. First, the forced-choicerecognitionperformanceas usedto
gaugeoverall improvement. Forced-choicaecognitionis usefulin a settingwhereit is
known that the object of interestis one of the recognizers known objects,becausdhe
recognizemwill alwayschooseoneof theknown objects.

Forced-choiceecognitionis notagooddecisionmakingmodelin thememoryassistant
settingbecausdrequentlythe extractedregion of interestdoesnot represenainobjectthat
is known to the recognizer Becausehe activity of objectsof interestis not a stationary
procesgeventstendto clusterin timeratherthanrepresena Poissordistribution), attempt-
ing to formulateanextendedforced-choicemodelincludinga“don't know” conditionand
using a Bayesiancost minimizationapproachis not a particularly goodideaeither (it is
highly sensitveto priorsthatarenotwell de ned quantitiesn the physicalsituation).

Instead,we employ a schemebasedon knowledgeof how likely ervironmentalclut-
ter is to generatematchscoresof a particularvalue for eachof the known objects. We
selectanacceptabldalsepositive rate,andof any hypothese$or which the falsepositive
probability is lessthanthat threshold,we selectthe one having the lowestprobability of
having arisenfrom animagecontainingonly ervironmentalclutter. We call this scheme,
leastlikely wrong stratgyy (LLW). The adwvantageof this schemes thatit doesnot need
ary information aboutthe relative likelihood of variouseventsfor its formulation. The
disadwantages that we needprior statisticsaboutthe distribution of scoresunderclutter.
Thesevalueshowever, areexpectedo be stationaryandhencemeasurable.

For theresultspresentethere thefalsepositvethresholds 5%, meaningve expectone
falsedetectiorof any givenobjectfor every twentyunknownn objectssentto therecognizer
Known objectsare generallynot mis-identi ed, sinceevenif they generatea scorethat
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Plane

SportsCar

Fighter

Bear Rabbit

Figure3: Objectsin thetestset



Figure4: Exampletestsets. Row 1 — the wide-angleview, Row 2 — the dilated change
seggmentationregion of interest,Rowv 3 — the zoomed,high- delity view, Row 4 — the
seggmentatiorpropagatedrOl
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givesa falsepositive probability of lessthan5% for anincorrectclassi cation, the score
for the true classi cation generallygivesan even lower false positive probability, andis
thusselected.The reasorthethresholds not setary lower, is thatwe don't wantto miss
mary truedetections.

The trade-of betweenfalse positive and true positives can be plotted on a recever
operatorcharacteristic$ROC) curve. Thesecurvesareusefulto determinehow mary true
positiveswill bemissedor agiventhresholdof falsepositves,andthusfor predictingand
adjustingoverall performanceTheidealcurve passeshrough(0,1),signifyingthatall true
positivescanbe classi edwith admittingno falsepositives. Thesecurvescanalsobeused
to illustrateimprovementin performancevith a changean algorithm.

Asa nal performanceneasurethecountof thenumberof curvesprocessetly therec-
ognizeris usedasmeasuref speedperformanceThetime requiremenbdf therecognizer
is linearin the numberof input curves, however, thereis a signi cant constantmultiplier
thatcorrespondso thetime requiredto extractimagefeatureplusthetime to matchthem
to databaséeatures.

Eventhoughour applicationdoesnot utilize a forced-choicalecisionschemeit is still
a usefulmeasureof improvement. Any changeto the recognitionalgorithm shouldnot
malke forced-choicaecognitionworse.The segmentatiompropagatioralgorithmimproves
forced-choiceecognition.Therecognitiorerrorrate,de ned asthepercenopf misclassifed
imagesout of the total testset, was 23% on the original images,and12% on the images
croppedusingsegmentatiorpropagationyielding a 48.8%decreasén the errorrate. Ta-
ble 1 andTable 2 show the forced choicerecognitionrate on the the unmodi ed images
andcroppedmage,respectrely.

| Class | Samples| Cup | Fighter| Plane| Car | Bear| Rabbit |

Cup 11 9 1 1 0 0 0
Fighter 10 0 10 0 0 0 0
Plane 13 0 0 13 0 0 0
Car 12 0 1 1 9 0 1
Bear 12 1 2 4 1 3 1
Rabbit 8 0 0 1 0 0 7

Tablel: Original forced-choiceecognitionconfusionmatrix. Error rate= 23%

As statedabove, the memoryassistantisesa leastlik ely to bewrong (LLW) decision
schemenotforced-choiceln LLW, therearethreepossibleoutcomego a known input—
the objectcanbe correctlyidenti ed, misidenti ed, or not detected.Not detectedneans
thattherecognizereturneddon't knowfor anobjectin its databaseTheresultsfor LLW
areshowvn in Table 3. Again, thereis marked improvementasthe misclassi cationrate
goesfrom 3%to zeroandthe not detectedatefalls from 23%to 15%.
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| Class | Samples| Cup | Fighter| Plane| Car | Bear| Rabbit |

Cup 11 11 0 0 0 0 0
Fighter 10 0 10 0 0 0 0
Plane 13 0 0 13 0 0 0
Car 12 0 1 2 9 0 0
Bear 12 2 0 2 0 7 1
Rabbit 8 0 0 0 0 0 8

Table2: Croppedmageforced-choiceecognitionconfusionmatrix. Error rate= 12%

Class | Samples  Correct Incorrect | Not Detected
Orig | Crop | Orig | Crop | Orig | Crop

Cup 11 7 9 0 0 4 2
Fighter 10 10 10 0 0 0 0
Plane 13 12 13 0 0 1 0
Car 12 10 10 0 0 2 2
Bear 12 5 7 2 0 5 5
Rabbit 8 5 7 0 0 3 1
[ Total | 66 | 49 | 56 | 2 | 0 | 15 | 10 |

Table3: Leastlikely to bewrong(LLW) misclassi cationtable,with falsepositive thresh-
old = 5%. “Orig” columnscorrespondo the original uncroppediataset;Crop” columns
correspondo the datasetroppedusingsegmentatiorpropagation
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Figure5 shonvsthe ROC curvesfor theindividual objects.All objectsexceptfor thetoy
rabbitshav improvement. Theimprovementtranslatedo anincreaseability to discrimi-
nateobjectpresentwersusobjectnot present.Thetoy rabbitsuffersasmalldecreasavhich
canbe consideredoise,makingthetoy rabbitessentiallyjunchanged.

In additionto improving recognition,segmentatiorpropagationmprovesthe speedf
therecognitionprocesdy Itering out curvesgeneratedrom clutter. Figure6 shows the
numberof curve processetbr boththeoriginal setof imagesandthecroppedsetof images.
In this clutteredtestset,thesavingsapproachedty percent.Thesavingsmorethanmakes
up for theamountof time spentdoing segmentatiorpropagation.

6 Conclusionand Futur e Work

Usinganormalizedyreyscaletemplateto accounfor camergan-tilterrorallows for quick
propagatiorof sggmentatiorinformationfrom alow- delity imageto ahigh- delity image
afteracamerasaccadeThis techniqueéhasbeenusedto improve the speedcandrecognition
ratesof anactive recognitionsystem.The systemusesgreyscaleinformation,but a similar
schemecanbeusedwith colortemplates.

For our recognitionapplication,we use the boundingbox of the segmentedregion
insteadof the sggmentationmask. The primary motivation for this approachs that the
greyscalechangesegmentatiortendsto misspieceof thetargetobject. Maskingoutpieces
of thereal objectis equialentto thosepiecesbeingoccluded.Therecognizelis morero-
bustto backgroundclutter thanto occulsionsthereforewe err on the sidelesslikely to
effect recognition. If theinitial changesegmentationwas more robust, utilizing the sey-
mentationmaskinsteadof the just the boundingbox would further reducebackground
clutter.
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