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• Search engine
• Extended their work to:

– Google Video
– Gmail (started with 1GB storage, now 6

GB/account)
– Google Earth, Maps
– Google Products
– Google News
– And many more..
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Google Operations

• More than 15K commodity class PCs
• Multiple clusters distributed worldwide
• Thousands of queries served per second
• One query reads 100's of MB of data
• One query consumes 10's of billions of CPU cycles
• Google stores dozens of copy of the entire web
• Conclusion: Need large, distributed, highly fault

tolerant file system, i.e. GFS (Google File System)
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Distributed File System

• Distributed File System: A file system that
joins together the file systems of individual
machines in network. Files are stored
(distributed) on different machines in a
computer network but are accessible from all
machines.

• Distributed file systems are also called
network file systems.

• Source: http://www.eos.ncsu.edu/guide/glossary.html
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Examples of Distributed File
System

• Distributed file systems
– Andrew File System (AFS) is scalable and location independent, has a

heavy client cache and uses Kerberos for authentication. Implementations
include the original from IBM (earlier Transarc), Arla and OpenAFS.

– Network File System (NFS) originally from Sun Microsystems is the
standard in UNIX-based networks. NFS may use Kerberos authentication
and a client cache.

– Apple Filing Protocol (AFP) from Apple Computer. AFP may use Kerberos
authentication.

• Distributed fault tolerant file systems
– Coda from Carnegie Mellon University focuses on bandwidth-adaptive

operation (including disconnected operation) using a client-side cache for
mobile computing. It is a descendant of AFS-2. It is available for Linux
under the GPL.

– Distributed File System (Microsoft) (Dfs) from Microsoft focuses on location
transparency and high availability. Available for Windows under a
proprietary software license.

Source: http://en.wikipedia.org/wiki/List_of_file_systems#Distributed_file_systems
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Design Goal of AFS
• Andrew File System (afs): A distributed file system created in the

Carnegie Mellon University Andrew Project, and later, a software
product of Transarc Corporation, IBM, and OpenAFS. AFS distributes,
stores, and joins files on networked computers.

• Design goals of AFS (Andrew File System)
– Maximum performance
– Ability to handle large number of users
– Scalability
– To be able to handle inevitable expansions
– Reliability to ensure maximum uptime and availability
– To ensure computers are available to handle queries
– Now these were few goals, which were common to all distributed file

system.
Source: http://www.osweekly.com/index.php?option=com_content&Itemid&task=view&id=2245
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Design Goals of CODA
• Coda is a network file system developed as a research project at Carnegie

Mellon University since 1987 under the direction of Mahadev
Satyanarayanan. It descended directly from an older version of AFS (AFS-
2) and offers many similar features. The InterMezzo file system was
inspired by Coda. Coda is still under development, though the focus has
shifted from research to creating a robust product for commercial use.

• Features of CODA
– disconnected operation for mobile computing
– is freely available under a liberal license
– high performance through client side persistent caching
– server replication
– security model for authentication, encryption and access control
– continued operation during partial network failures in server network
– network bandwidth adaptation
– good scalability
– well defined semantics of sharing, even in the presence of network failures

Source: http://en.wikipedia.org/wiki/Coda_%28file_system%29
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Motivation behind GFS

• Fault tolerance and auto-recovery need to be
built into the systems (monitoring, error detection,
fault tolerance, automatic recovery)
– because problems are very often caused by application

bugs, OS bugs, human errors, and the failure of disks,
memory, connectors, networking, and power supplies.

• Standard I/O assumptions (e.g. block size) has to
be re-examined

• Record appends are the frequent form of writing
• Google applications and GFS should be co-

designed
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GFS Architecture (Analogy)

•  In the GFS
– A master process maintains the metadata
– A lower layer (i.e. a set of chunkservers)

stores the data in unit called chunks
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GFS Architecture
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GFS Architecture: Chunk
• Chunk:

– Similar to block, much larger than typical file system block
size

– Size: 64 MB!
• Why so big, compare to few KBs block size of OS file systems in

general?
– Reduces client’s need to contact with the master
– On a large chunk a client can perform many operations
– Reduces the size of the metadata stored in the master (less

chunks less metadata in the master!)
– No internal fragmentation due to lazy space allocation

• Disadvantages:    
– Some small file consists of a small number of chunks can be

accessed so many times!
– In practice: not a major issue, as google applications mostly read

large multi-chunk files sequentially
– Solution: Fixed by storing such files with a high replication factor
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Chunk contd.

– Chunk
• Stored in chunkserver as file
• Chunk handle (~ chunk file name) used to

reference link
• Chunk replicas across multiple chunkservers
• Note: There are hundreds  of chunkservers in a

GFS cluster distributed over multiple racks
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GFS Architecture: Master

• Master:
– A single process running on a separate machine
– Stores all metadata

• File and chunk namespace
• File to chunk mappings
• Chunk location information
• Access control information
• Chunk version numbers
• Etc
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GFS Architecture:
Master <-> Chunkserver

communication
• Master and chunkserver communicate

regularly to obtain state:
– Is chunkserver down?
– Are there disk failure on chunkserver?
– Are any replicas corrupted?
– Which chunk replicas does chunkserver store?

• Master sends instructions to chunkserver
– Delete existing chunk
– Create new chunk 
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GFS Architecture:
Master <-> Chunkserver

communication
• Server Requests

– Client retrieves metadata for operation from
master

– Read/Write data flows between client and
chunkserver

– Single master is not bottleneck, because its
involvement with read/write operations is
minimized

• Metadata is stored in master’s memory. The master
maintains less than 64 bytes of metadata for each 64 MB
chunk.
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Read Algorithm
1. Application originates the read request
2. GFS client translates the request form (filename, byte range) -

> (filename, chunk index), and sends it to master
3. Master responds with chunk handle and replica locations (i.e.

chunkservers where the replicas are stored)
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Read Algorithm
4. Client picks a location and sends the (chunk handle, byte range)

request to the location
5. Chunkserver sends requested data to the client
6. Client forwards the data to the application
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Read Algorithm (example)
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Read Algorithm (example)
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Write Algorithm
1. Application originates the request
2. GFS client translates request from (filename, data) ->

(filename, chunk index), and sends it to master
3. Master responds with chunk handle and

(primary+secondary) replica locations
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Write Algorithm

4. Client pushes write data to all locations. Data is
stored in chunkservers’ internal buffers
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Write Algorithm
5. Client sends write command to primary
6. Primary determines serial order for data instances stored in its

buffer and writes the instances in that order to the chunk
7. Primary send the serial order to the secondaries and tell them to

perform the write
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Write Algorithm
8. Secondaries respond to the primary
9. Primary respond back to the client
Note: If write fails at one of chunkservers, client is informed and

retries the write
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Record Append Algorithm
Important operation for Google
• Merging results from multiple machines in one files
• Using file as producer - consumer queue

1. Application originates record append request
2. GFS client translates requests and sends it to

master
3. Master responds with chunk handle and (primary +

secondary) replica locations
4. Client pushes write data to all locations
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Record Append Algorithm
5. Primary checks if record fits in specified chunk
6. If record doesn’t fit, then the primary:

¥ Pads the chunk
¥ Tell secondaries to do the same
¥ And informs the client
¥ Client then retries the append with the next chunk

7. If record fits, then the primary:
¥ Appends the record
¥ Tells secondaries to do the same
¥ Receives responses from secondaries
¥ And sends final response to the client
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Fault Tolerance

• Fast Recovery: master and chunkservers are
designed to restart and restore state in few seconds

• Chunk Replication: across multiple machines, across
multiple racks

• Master Mechanisms:
– Keep log of all changes made to metadata
– Periodic checkpoints of the log
– Log and checkpoints replicated on multiple machines
– Master state is replicated on multiple machines
– Shadow master for reading data if real master is down
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Performance (Test Cluster)

• Performance measured on clusters with:
– 1 master
– 16 chunkservers
– 16 clients

• Server machines connected to central switch
by 100 Mbps Ethernet

• Same for client machines
• Switches connected with 1 Gbps link
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Performance (Test Cluster)

     Reads

One client:
  10 MB/s, 80% of limit
16 clients:
  6 MB/s per client, 75%
of the limit
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Performance (Test Cluster)

      Write
One client:
  6.3 MB/s, 
  max limit: 12.5 MB/s 
16 clients: 
  35 MB/s, 
  2.2 MB/s per client
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Performance (Test Cluster)

Record Append
One client: 
  6 MB/s 
16 clients: 
  4.8 MB/s per client
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Performance (Real-world
Cluster)

• Cluster A:
– Used for research and development
– Used by more than 100 engineers
– Typical task initiated by user and runs for a few hours
– Task reads MBs- TBs of data, transforms / analyses the

data, and writes results back
• Cluster B:

– User for production data processing
– Typical task runs much longer than a Cluster A task
– Continuously generates and processes multi-TB data sets
– Human users rarely involved
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Performance (Real-world
Cluster)

Dead files: files which were dele ted or replaced by a new version but
whose storage have not been reclaimed.
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Performance (Real-world
Cluster)

• Many computers at each clusters (227, 342)
• On average, cluster B file size is triple of

cluster A file size
• Metadata at chunkservers

– Chunk checksums
– Chunk version number

• Metadata at master is small (48, 60 MB) ~
master recovers from crash within seconds
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Performance (Real-world
Cluster)
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Performance (Real-world
Cluster)

• Many more reads than writes
• Both clusters were in the middle of

heavy read activity
• Cluster B was in the middle of a burst of

write activity
• In both clusters, master was receiving

200-500 operations per second ~
master is not a bottleneck
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Performance (Real-world
Cluster)

• Experiment in recovery time:
– One chunkserver in Cluster B killed

• Chunkserver has 15K chunks containing 600 GB of data
• All chunks were restored in 23.2 minutes, at an effective

replication rate of 440 MB/s

– Two chunkserver in Cluster B killed
• Each with roughly 16K chunks and 600 GB of data
• Single replica!
• Restored in 2 minutes!
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Summary

• Google File System
• Architecture

– Chunk
– Master
– How master and chunkserver communicates
– Read/Write/Record Append

• Fault Tolerance
• Performance

– Test Cluster
– Real-world Cluster
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Thank you


