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Abstract

Theexponential datagrowth rateof theInternetmakesit
increasingly dif� cult for people to � nd desired information
in a timelyfashion. Information� ltering anddissemination
systemsallowusersto registerpersistentqueriescalleduser
pro�les, and notify users whenrelevant �les become avail -
able. Existing such systems, however, either are not scal-
able, or donot support matching of unstructured documents
(e.g., text, HTML, image, audio or video � les) that account
for a signi�c ant percentageof Internet contents.

We propose pFilter, a global-scale, decentralizedinfor-
mation � ltering and dissemination systemfor unstructured
documents. To handlepotentially bil lions of documents for
millionsof subscribers, pFilter connects a large number of
computers into a structured peer-to-peer overlay network.
Computers in the overlay collectively publish or collect
documents, build indices,registerpro� les,�lter anddissem-
inate documents. Pro� les and documents are distributed
through the network according to their semantics such that
they can be matched ef�c iently and accurately without ex-
cessive �o oding. pFil ter employsscalableapplication-level
multicast to deliver matching documentsto a large number
of interestedpartiesef�c iently.

1. In troduction

The Internet has become the single most important in-
formationsourcethat affectsour everyday lives.With huge
amount of informationat our � nger tips is certainly an ad-
vantage, but it also poses a big challenge with respect to
getting desiredinformation in a timely fashion.

Search enginessuch asGoogle partially solve this prob-
lem by crawling documentsand usinginformation retrieval
(IR) algorithms[5] to rank them. Searchengines,however,
cannot guarantee timelyaccessto relevant information. Be-
causeof thesize of the Internet, it usually takessearchen-

1Thiswork wasdonewhenChunqiangTang workedasan intern atHP
Labsduring 2002.

ginesmonthsto crawl theweband updateindices,and they
index only a small fraction of Internet contents[1]. Fur-
thermore, users who concernabout latestinformation have
to frequently revisit searchengines for possible updates.

Instead of requiring users to frequently check for
new contents, information �ltering and dissemination sys-
tems[16] take over this responsibility by allowing users to
register persistent queries calleduserpro� les. They detect
new contents, match them against registeredpro�les, and
notify users when relevant documents becomes available.
We illustrate the use of such a systemusing a scienti� c
project asanexample.

At thebeginning of theproject, scientists usesearch en-
ginesto �n d relatedwork and select out the most relevant
papers. They register pro�le s to have the system notify
them whendocuments similar to those papers show up. As
aresult, they areconstantly informed about relevant papers,
discussions in news groups,etc., always staying at the cut-
ting edge of the � eld. After completing a research paper,
they register another pro�le to have thesystem notify them
whentheir papergetscited.

The above scenario, unfortunately, is still far from the
reality. The majority of existing event-noti�c ationsystems
support only subject- or schema-based publish/subscribe
model. They cannot �ler unstructured documents(e.g.,text,
HTML, image, audio or video � les) that account for a sig-
ni� cant percentageof Internetcontents. A few systemsthat
�lter unstructured documents (e.g., SIFT [16]) run at cen-
tralized site, and areunable to �lter or disseminatedocu-
mentsat a largescale.

To addressthese limitations, wearedevelopingaglobal-
scale, decentralized information �lt ering and dissemination
system pFilter, with agoal to processpotentially bill ionsof
documentsfor millions of users. We identify several major
challenges for pFilter: (1) scalability—to keepup with the
exponential datagrowth rateof theInternet; (2) matching—
to matchdocumentswith pro� lesaccurately without exces-
sive � ooding; and (3) dissemination—to disseminatepopu-
lar documents to a largenumber of subscribers ef� ciently.



To achieve good scalability, pFil ter connects a large
number of computers into a structuredpeer-to-peer (P2P)
overlaynetwork [8]. Nodesin the overlaycollectively pub-
lish or collect documents, build indices, register pro�le s,
�lter and disseminate documents. The advantageof adopt-
ing theP2Pmodel is that thecapabil ity of thesystemscales
automatically with theuser population.

pFilter distributes pro� les and documents through the
overlaynetwork accordingto their semanticssuch that sim-
ilar pro� lesanddocumentsareco-located. As aresult, they
can be matched ef� ciently and accurately without � ood-
ing either of them to every computer in the overlay. The
document semantics are derived from IR algorithms such
as vector space model (VSM) and latent semantic index-
ing (LSI) [2]. Thesealgorithms represent thesemanticsof
documentsasvectorsin aCartesian space. Vector represen-
tationof objectsis not speci�c to text. It isusedin virtually
all current multimedia retrieval systems[10].

To ef�c iently deliverpopulardocuments to a largenum-
ber of interested parties, pFilter employs application-level
multicast with the following novel features. First, we gen-
eratean accurateglobal proximity mapof nodesin thesys-
temin adecentralized fashion to guidetheconstruction and
maintenance of multicast trees. Second, similar subscrip-
tionsare fused to reducethenumber of individual multicast
trees.Last, to support alargenumbermulticast treesfor dis-
similar subscriptions, resources devoted to a tree is tunable
depending on theimportanceof that tree.

Theremainder of thepaper isorganized as follows. Sec-
tion 2 providesbackground information about P2Pnetwork
and IR. We describepro� le matching and document dis-
semination in Section 3 and4, respectively. Related work is
discussedin Section 5. Section 6 concludesthepaper.

2. Background

pFilter uses eCAN [15] (a hierarchical version of
CAN [11]) to organize a larger number of nodes into a
P2P overlay network, and relies on extensionsto VSM and
LSI [2] to matchdocuments and pro�les.

2.1. Content­Addr essableNetwork (CAN)

Distributed hash table (DHT) systems (e.g., CAN,
Chord, Pastry and Tapestry) build an administration-free
and fault-tolerant application-level overlaynetwork to pro-
videahashtable interfacethat mapskeys to values .

CAN partitions a d-dimensional Cartesian space into
zones and assigns each zone to a node. Two nodes are
neighbors in theoverlayif their zonesoverlap in all but one
dimensionalongwhich they abut each other. An object key
is a point in the Cartesianspaceand the object is stored at
thenodewhosezonecontains thepoint. Locatingan object
is reducedto routing to thenodethat hoststheobject. Rout-
ing from a source node to a destination node is equivalent
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Figur e 1. An exampleof a 2-d CAN.

to routing from one zone to another in theCartesianspace.
A new node joins the overlay by randomly picking a point
in the Cartesian space, routing to thezonethat contains the
point, andsplitting thezonewith its current owner.

An exampleof a 2-dimensional (2-d) CAN is shown in
Figure1. Thereare � ve nodesA to E in theoverlay. Each
nodeowns a zone in theCartesian space. Initially C owns
theentirezoneat theupper-right corner. WhenD joins, the
zoneownedby C spli ts and part of the zoneis givento D .
When D wants to retrieve the object with key (0:4; 0:1), it
sendstherequestto E becauseE 'scoordinatesarecloser to
theobject key. E forwardsthe request to A.

eCAN [15] employs several techniques to boostCAN's
routing performancewhile leaving CAN's Cartesian space
abstraction intact. WeuseeCAN for actual routing.

2.2. Vector SpaceModel (VSM)

VSM representsdocuments and queries as term vectors.
Eachelement of thevectorcorrespondsto theimportanceof
a word (or term) in thedocument or query. The weight of
anelement is oftencomputedusingthestatistical termfre-
quency* inversedocument frequency (TF*IDF) scheme[2].
The intuition behind it is that two factorsdecide the impor-
tance of a term in a document—the frequency of the term
in thedocument andthefrequency of the termin otherdoc-
uments. If a term appears in a document with a high fre-
quency, thereis agood chancethat thetermcould beusedto
differentiate thedocument from others. However, if a term
alsoappearsin many other documents, e.g., comput er , its
importanceshould bepenalized.

During a retrieval operation, documents are ranked ac-
cording to thesimilarity between the document vector and
the query vector, and thosewith the highest similarity are
returned. A commonmeasureof similarity is the cosineof
the angle between vectors. VSM usually normalizesterm
vectorsX to unit length (jX j = 1) in order to compensate
for difference in document length. As a result, the cosine
of the angle (similarity) between two vectors is inversely
proportional to theEuclideandistancebetweenthem[2].



2.3. Latent Semantic Indexing (LSI)

Literal matchingschemessuchasVSM suffer fromsyn-
onymsand noisein documents. LSI overcomes these prob-
lems by using statistically derived conceptual indices in-
steadof individual termsfor retrieval. It usessingular value
decomposition to transform a high-dimensional term vec-
tor into a lower-dimensional semantic vector, by projecting
theformer into a semantic subspace. Each element of a se-
mantic vector corresponds to the importanceof anabstract
concept in the document or query. In addition to reducing
the dimensionality of the semantic subspace and eliminat-
ing noise,LSI is capable of bring together documents that
aresemantically relatedevenif they do not shareterms.For
instance,asearchaboutca r may return relevant documents
that actually useautomob ile in the text. As is in VSM,
semantic vectorsarenormalizedandtheir similarity is mea-
suredas thecosineof theanglebetweenvectors.

3. Pro� le Matching

pFilter connects a large number of nodes into a CAN.
One advantageof adopting the decentralizedP2Pmodel is
that the capability of the system scales automatically with
the user population. pFilter stores pro� les or routesdocu-
ments in CAN using their semantic vectors (generated by
LSI) as the DHT keys. This has the effect that pro�les
or documentsstoredlogically close in theoverlay are also
close in semantics,reducing theproblemof semantic-based
search to overlay routing.

Figure 2 illustrates this with an example. Each zone is
ownedby anode. Given apro� le, it is routed in CAN using
its semantic vector asthe DHT key (step 1), and registered
atnodeswithin asmall radiusbasedonthesimilarity thresh-
old set by theuser (step 2). We refer to thesenodesas the
registration region for this pro�le. Given a new document
A, it is again routed using its semantic vector asthe DHT
key (step3). If A matcheswith thepro�le (i.e., itsDHT key
falls in the registration region of the pro�le ), a noti� cation
is sent to the subscriber (step 4). Since pro�les similar to
A above certain threshold must have beenregistered at the
target nodewhosecoordinatescontainA'ssemantic vector,
pFil ter wil l not misspro� lesthat match with A. In Figure2,
thesamepro� le alsomatcheswith document B .

Theef� ciency of thisalgorithm to agreatextentdepends
on the size of the registration region. If a largenumber of
nodes areinvolved in registering a singlepro� le, pFilter's
performance would degradeto a simplesystemwherepro-
�le s are �oo ded to every node. Unfortunately, the registra-
tion region tendsto belarge dueto the high dimensionality
of the semantic space (50-350). This problem is known as
thecurseof dimensionali ty [6].

Two properties of the semantic space produced by LSI
allows us to attack this problem at a low cost. First, as a
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Figu re 2. Pro�le matching in a 2-d CAN.

resultof the singular value decomposition usedin LSI, the
elements appearing earlier in a semantic vector are much
more important than those appearing later. Second, docu-
ments andpro�les aresparsely populated in the semantic
space, forming tight clusters. We take advantage of these
facts to reduce thenumber of nodesinvolvedin registering
a pro�le while keeping LSI's good precision. Due to the
space limit , a detailed discussion of this technique is pro-
videdelsewhere[14, 13].

4. Document Dissemination

When a new document arrives,pFilter needs to deliver
it to all subscribersidenti� edby the algorithm describedin
Section 3. An ef� cient way to do this is to disseminatethe
document through an application-level multicast treecom-
prising all relevant subscribers. pFilter employs three ma-
jor techniques to optimize document multicast: (1) utiliz-
ing a decentralized global view of the system to guide the
construction andmaintenance of multicast trees;(2) reduc-
ing thenumberof multicast treesby fusingsimilar pro�le s;
(3) reducing routing statethrough discriminative treatment
of multicast trees.Wedescribeeach of thembelow.

4.1. TreeConstruction UsingGlobal State

Theef�c iency of a multicast tree depends on how close
the tree structure approximates the underlying Internet
topology. One simple way to construct an ef�c ient tree
without router support is to measure the latency between
eachpair of nodesin thesystem,build agraphwith nodesas
vertexesand latenciesasedgeweights,and thenrun amini-
mal spanning tree(MST) algorithmover thegraph. Though
simple, this algorithm is not suitable for pFilter due to its
centralized natureand excessive latency measurement.

4.1.1. TreeConstruction UsingCloseNeighbor
One important ideathis naive algorithm reveals is that,

having a global view of the system is crucial for building
ef� cient multicasttrees. We proposea more realistic vari-
ant of the naive algorithm, pCast. With pCast, a new node
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Figu re 3. Performanceof the pCastalgorithm with
optimal neighbor selection.

joining a multicastgroup attachesto the node that has the
lowestlatency to thenew node among all nodesin theex-
isting multicasttree. Theonly global information pCastre-
quires is the knowledge of the closestneighbor. (We wil l
describe how to acquire this informationin a decentralized
way in Section4.1.2.)

We evaluate pCast by comparing it to the MST algo-
rithm. Themetric we useis stretch, de� ned as the ratio of
thecostfor thetreebuilt by pCast to that of MST. Heretree
cost is thesummation of theweight of all treeedges.Three
network topologies are usedin our experiment. The �rs t
two topologies are of 10,000 nodes each, generated from
GT-ITM [3]: one with a large backbone (228 transit do-
mains) and theother with a smallbackbone(25 transit do-
mains). Thethird topology is constructedfrom real samples
of the Internet, using tr acero ute to measurelatencies
among 85,007 nodes.2 For eachtopology, acertainnumber
of nodesare randomly selectedto join amulticastgroup.

The results are shown in Figure 3. In this �g ure,
with asmany as 2,048 nodes in the tree, pCastintroduces
lessthan 15% overhead for the larg e-back bone-I TM
and tracer oute topologies. The performance for the
small-bac kbone- ITM topology degrades faster than
theothertwo asthenumberof nodesincreases.Sincenodes
in a small backbone network are closer to each other, when
anew nodeN joins thetree, somenodesalready in thetree
arelikely to bene�t from choosingN astheir parent, asop-
posedto simply attaching N to an existing node (see Sec-
tion 4.1.4for more discussions). On theother hand, stretch
only measurestherelativeoverhead. Theabsoluteoverhead
for pCast in a small backbone network is lesssigni� cant
than that in abig backbonenetwork.

4.1.2. Finding theClosest Neighbor

We use a “landmark + RTT measurement” algo-
rithm [15] called pNeighbor to �nd nearby neighbors for a
given nodein a decentralizedfashion. The intuition behind

2We thankZhihengWang from University of Michigan for providing
uswith this topology.
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Figu re 4. Perf ormanceof thepNeighbor algorit hm.

thelandmarktechniqueis that nodesclosein theInternet are
likely to have similar latencies to some selected landmark
nodes. Supposethere arel landmark nodesL i ; i = 1; :::; l .
Each nodehasa landmark vector (d1; d2; :::; dl ) associated
with it, wheredi is thenode'sroundtrip time(RTT) to land-
mark L i . To �n d a low-latency nearby neighbor, a node
ranks other nodes according to the similarity in landmark
vector, and measuresRTT to top k candidates to locatethe
actually closestone. WeuseCAN' slandmarkordering[11]
technique to rank similarity in landmark vector, although
moresophisticatedalgorithmscould beused [9].

We experiment with the larg e-back bone-I TM
topology to evaluatepNeighbor. Given a node A, we use
pNeighbor to � nd its closest neighbor among all 10,000
nodes in the topology. The metric we useis again stretch,
but de�n ed hereasthe ratio of the latency between A and
its nearestneighbor found by pNeighbor to the latency be-
tween A and its actual nearestneighbor. We randomly
select 1,000 nodes in the topology and report their aver-
agestretch in Figure4, whereERS(expanding-ring search)
measureslatency to k direct or indirect surrounding nodes
in the overlay to � nd a low-latency nearby neighbor. Two
conclusionscanbedrawn from the � gure. First, algorithms
that utilize only local information (e.g., ERS) is not effec-
tive at �n ding nearby neighbor. Second, pNeighbor's per-
formanceimprovesquickly asthenumber of RTT measure-
mentsincreases.It only needstomeasuresRTT to top20-40
candidates to achieveastretchcloseto one.

4.1.3. Peer­to­PeerTreeConstruction
Sections 4.1.1 and 4.1.2present and evaluatethe pCast

and pNeighbor algorithm. In this section, we describe how
to extend pCast to work in a decentralized environment.
The basic ideais to have each node independently discover
nearby nodesthat subscribeto the samequery, using the
landmark vector of the node or the semantic vector of the
query as the key to accessCAN's DHT. In the following,
we � rst give the stepsof the decentralizedpCastalgorithm
and then ill ustrateit with an example.

Whena node N registersa pro�le, it carries out thefol-
lowing stepsof thepCastalgorithm.
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Figu re 5. An exampleof the pCastalgorit hm: reg-
istering pro�le s using both semantic vector and
landmark vector as the DHT key.

1. N measures RTT to landmark nodes and include its
landmark vector, CPU/network/storage capacity, and
current loadin thepro� le.

2. N usesthe landmark vector as the DHT key to store
the pro� le in registration region L of the overlay. 3

This processis similar to step1 and 2 in Figure2, but
theroutingis guidedby thelandmark vector insteadof
thesemantic vector.

3. On nodeswithin L , it searches for pro�les of nearby
nodes that already subscribed to the samequery. If
suchnodes exist, it usesthe pNeighbor algorithm to
�n d the closest one, attach to it, and the registration
processterminates. (In practice,theneighbor selection
alsoconsidersother factorssuchasnetwork bandwidth
and processingpower.)

4. If no nearbynodes are found in step 3, N usesthe se-
mantic vector as the DHT key to storethe pro� le in
another registrationregion S of the overlay. This pro-
cess is step 1 and2 in Figure2.

5. On nodes within S, it again usesthe pNeighbor al-
gorithm to � nd the closestneighbor that already sub-
scribedto thesamequery, and attachesto it. If no such
nodeis found, N mustbe the �rst nodethatsubscribes
to this query. It simply attaches to the rendezvous
nodesin S, whicharetherootsR of themulticasttrees.

Weill ustratethisalgorithm with anexamplein Figure5.
To make the example intuitive, we draw the distance in

3Thenumberof landmarksmaynot match with thedimensionality of
CAN. Solutionsfor thisproblemaredescribedin [15].

Figure5 (a)-(c) proportional to thenetwork latency among
nodes. In Figure 5 (d), the positions of nodescorrespond
to their positionsin CAN's logical Cartesian space,and the
circles represent the registrationregions for pro� les.

In Figure 5 (a), subscriberA, B , and C are already in
multicast tree. In Figure 5 (d), they usethesemantic vector
and landmark vector asthe DHT key to store their pro� le
in registrationregion L and S, respectively. In Figure5 (b),
subscriber D and E join the tree. In step3 of pCast, D
and E notice A's pro�le stored in L and directly attach to
A, skipping step 4 and 5 of pCast. (The useof node U in
Figure5 will beexplained in Section4.3.)

Compared to existing schemes, pCast offers the fol-
lowing advantages: (1) better proximity approximation—
it leveragesthe global informationstoredin theoverlay to
�n d the closest neighbor for a new node; (2) faster tree
construction—theparent selection processavoidssearching
thetreelevel by level, sequentially; (3) no bottleneck at the
root of the multicasttree, which is typically a problem for
existing publish/subscribesystems. It hasbeenshown that
a small number of popular queries account for a signi� cant
fraction of of all queries submitted to search engines [7].
For these hot queries,a new subscriber is likely to � nd a
nearby node that already subscribed to the same query in
step 3 of pCast,avoiding going to theroot in step 4.

Except for its direct children, the root does not need to
remember every registered pro�le to function properly. In
high load situations,afterdirecting theowner of anincom-
ing pro�le to attach to an appropriate place, the root can
discard the pro�le if the landmark vector in the pro� le is
similar to thelandmarkvector in aknown pro�le . However,
we expect it is not a problem for the root to store several
thousand pro�les.

Nodesin theoverlayreplicate their neighbors' contents.
Should a nodeA's parent in a multicasttreefail, A restarts
thepro� le registration process to reconnect to thetree. A's
descendants could be ignorant of this repair. Should the
root R of the tree fail, one of R's neighbors Q will notice
thefailure and take over the zone owned by R and thetree
rooted at R. Q usesthe pro�le registration processto �n d
theclosest nodein the tree,attaches to it, and announcesQ
asthenew root. Thisannouncement is propagated through-
out the tree to changethedirection of edgesproperly.

4.1.4. Local MSTAlgori thm for TreeMaintenance

In Figure3, thepCast tree is not asef�c ient asMST. The
performance gapwidensas the number of nodesin the tree
increases.This is becausepCastonly attachesa new node
to its closest node in the tree without �x ing existing tree
edges. When network condition � uxes, tree maintenance
alsoneeds to bedoneto re� ect these changes.We propose
a local MST algorithm to address both problems. It canbe
executedindependently by nodesto improve thetree.
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Figure 6. An exampleof the local MST algorithm.

Either at join or periodically afterwords,a node N uses
theregistration processto �n d a set of nodes that subscribe
to thesame query and have landmarkvectorssimilar to its
own. N measuresRTT to top k candidatesandidenti�e sthe
closest l nodes. Bothk and l aretunableparametersdepend-
ing on the effort N is willi ng to spend. Let W denote the
setof theclosestl nodes,their parents, N and N 's parent.
N locally builds a graph consisting of nodesin W and run
theMST algorithm to �n d amoreef�c ient treestructure.

We ill ustratethe details of thealgorithm using an exam-
ple in Figure6. At the beginning of thealgorithm,N �n ds
near neighbor A, B and C, and builds the graph in Fig-
ure6 (a), wherePx isX 'sparent and R is aconceptual root
of the tree. Since N does not know the structureof the rest
of the tree,it can only add three vir tual links between (R,
Pa), (R, Pn ) and (R, Pc), indicating that Pa , Pn and Pc

aresomehow connected through the root. In Figure 6 (b),
N adds a link to every node in W and annotate the links
with real latency that is either measured by N directly or
reported by other nodesupon N 's request. The latency of
thevirtual links is setto 0. N runstheMST algorithm over
the graph to � nd the most ef� cient treestructure, and in-
formsothernodesto adapt accordingly. Theresult isshown
in Figure 6 (c). Note that the virtual links are always in-
cluded in theMST sincetheir weights are0.

To guarantees the resultof this algorithm is still a tree
comprising all nodes in the original tree, a virtual link is
added between R and a node X if and only if X is in W
and X is not a descendant of any other node in W. For
instance, thereis no virtual link between R and C because
C'sparent Pc is in W. To discover theancestor-descendant
relationship, the root periodically propagatesa hello mes-
sage throughout the tree and each nodeadds itself into the
message. The messagecan also be used to detect loops in
thetreedueto rareraceconditionsduring treeconstruction.

4.2. Pro�l eFusion

With a goal to handle potentially milli onsof pro� les, it
is impractical to maintain onemulticasttreefor each unique
pro�le. pFil ter builds a single multicast tree for similar
queries.Let (q; r q) denoteapro�le, whereq is thesemantic
vector of thequery, and r q is thesimilarity threshold set by
theuser. Any document whosesemantic vector is within r q

distance to q is considered asamatch to query (q; r q).
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Figur e 7. Two casesthat pro�les can be fused.

Therearetwo casesthatsimilar queriescanbefused. We
il lustratethem in Figure 7. In the � rst case(Figure 7 (a)),
query (a; r a) covers query (b;r b). We simply add sub-
scribersfor (b;r b) to the(a; r a) multicasttreewith theguar-
anteethat nobody wil l miss interesting documents. In the
second caseasis ill ustratedin Figure7 (b), query(c;r c) and
(d; r d) do not cover each other, but we can build an arti�-
cial query (e; r e) tocoverboth. In Figure7 (c), themulticast
tree is initially dedicated for query (c;r c). In Figure7 (d),
whennodeD registersitsquery (d; r d), it noticesthat there
exists a multicast tree for similar query (c;r c). Instead of
building a new tree, D attaches to a near neighbor B that
is already in the treefor query (c;r c). B then informs A
to increasethe query region covered by this tree. A in turn
propagatesthisnoti�c ationto itsparent. (Themulticast tree
for query (c;r c) andnodessuchasB canbe foundby node
D in step 3 or 5 of thepCast algorithm).

In a tree for fused queries,a node must compare an
incoming document to its children's interests to decide
whether to forward the document along certainlinks. For
instance, in Figure 7 (d), when B receives a document, it
may only forwardthedocumentto C, ignoring D.

4.3. DiscriminativeTreatment of Trees

Theamount of resourcespFilter devotes for a multicast
tree is a tunable continuum depending on the popularity of
the query the tree serves. There are two extremes. For
popular queries,pFilter recruits many nodes in the over-
lay to build the most ef�c ient trees; whereas for unpopu-
lar queries, which are the majority, documents are sent to
subscribers using point-to-point communication. In Fig-
ure5 (c), astraf�c in thetreeincreases,B suffersfrom the
low bandwidth link (R, B ) and wants to recruit a nearby
high-bandwidth node to improve performance. It wil l dis-
cover U becauseB andU havesimilar landmark vector and
their registration region intersects(seeFigure5 (d)). In case
that B �n ds no such node asU, it computesthe landmark
vector of an ideal node V such that the summationof the
latency between (R, V ), (V , B ) and (V , C) is likely to
besubstantially lessthanthesummation of the latency be-
tween (R, B ) and (R, C). B thenusesthe landmarkvector
for theideal nodeasthekey to consult theDHT to �n d such
a node. Note that, although U and V sit in the tree, they do
not subscribe to thequery that thetreeserves.



5. Related Work

There is an enormous body of relatedwork—far too
much to enumeratein this paper. Herewe give only ref-
erencesto surveysof related �eld s, andfocuson thosemost
relevant. Surveys could be found on P2P [8], information
retrieval and �ltering [5] and event noti�ca tion systems [4].

VSM and LSI [2] are among the most successful IR al-
gorithms, andareadoptedby major search engines[17, 7].
Paststudiesmainly focusonprecision rather than ef�c iency
or scalabil ity. SIFT [16] does pay attention to ef�c iency
but it runsat centralized site, only � lters messagesin news
groups, and doesnot usemulticastfor document delivery.

Existing content-based publish/subscribe systems [4]
only matchseveral well-structured attributesagainstvalues;
whereaspFilter �lters unstructuredtext documents, audioor
video� les,using vectors of hundredsof dimensions.

P2Ppublish/subscribesystemssuch as Scribe [12] only
support subject-based subscription. The multicast tree in
these systems is implicitly embedded in the DHT overlay.
We useDHT only asa bootstrapping mechanism and ex-
plicitly build themulticast tree, which is likely to better ap-
proximateunderlying Internet topology and hence be more
ef� cient thantheembedded tree.

6. Conclusion

WepresentedpFilter, aglobal-scale, decentralized infor-
mation �ltering anddissemination system for unstructured
documentssuch astext, HTML, audio or video �le s. To our
knowledge, pFilter is the� rstsystemof thiskind. Wemade
thefollowing contributionsin thispaper. (1) Avoid � ooding
either documentsor pro�le s through a careful combination
of pro�le placement and document routing. (2) Utili ze a
global view of the system to build and maintain ef�c ient
multicast tree. (3) Reducethe number of multicast trees by
fusing similar pro� les. (4) Reduce therouting state through
discriminative treatment of multicast trees.

We already built pFilter's basic components separately:
a LSI-basedP2P searchengine [14, 13], a middleware for
topology-aware P2P overlay [15], and a pCast simulator.
Currently weare in theprocessof integrating themtogether
to build apFilter prototype.
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