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Problems to be handled Memory Management Unit
Virtual address space Physical address space (M M U)
A Program uses virtualyeeee ————— . -
_ (logical) address P J— A Hardware for address translation
A Memory uses ] < . .
physice)tll address to ATranslation Lookaside Buffer (TLB)
_ store the actual data [ AFully/Highly associative
A Address Translations - A Tuni -
are handled byIMU ‘ ATypically ,_slccessed every cycle!_! (normally in
in between ' parallel with L1 cache, virtually indexed)
A Better to Hit the TLB Ly /27 ASoftware/Hardware Management
At Mi t h 1 i 8 s—— A
better to Iwesllksthe ¢ I  — APage Walker
Page Table faster ek oot
stac [ page beionging to pracess
o | ["] page not belonging to process
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Table 1. Comparison of architectural support for virtual memory in six commercial MMUs.

i.tvom _ M;':S:s A;;S:h; PowerPC PA-RISC UitraSPARC  I1A-32 T L B M | SS H an d I | n g CO m p ar I SO n

space Segmentatio Muitiple ASIDs ASIDs Segmentation

Shared memory GLOBAL bit GLOBAL oit Segmentation Multiple ASIDs; ndirect Segmentation
n TLB entry in TLB entry segmentation  specification Miss handler 10-100 instructions long  Finite-state Machine
of ASIDs
Large address  64-bit 64-bit 96-0it 64-bit None Instruction cache pollution Yes No
spaces addressing addressing segmented addressing :
ahosting g s Data cache pollution Yes Yes
Fine-grained  InTLB entry In TLB entry nTLBentry  InTLBentry In TLB entry; Rigid page organization ~ No Yes
protection per segment . . .
Fago able Pipeline Flushing Yes No

support

Supeages  Verablepage  Groupigsol  Blockaddiess  Varablepags Vanablepage” Seon The performance differences are not large enough to
size setin TLB 8, 64,512 translation: size setin TLB size setin variable page H H
entry: 4 Kbyte pages (set 128 Kbytes entry:4 Kbytes TLB entry: size setin TLB p_refer one over anOther' Standardlzatlon on support Of
to16Mbyte, by4 inTLBentry)  t0256Moytes, toB4Mboytes, 8,684,512  entry: 4 Kbytes virtual memory system is suggested. [Jacob.asplos98]
by2 by 4 Kbytes,and  or 4 Mbytes
4 Moytes
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TLB Miss Handling Cost

A TLB miss handling at-0% of system runtime, up to 40%
runtime [Jacob.aslpos98]

A DTLB miss handling can amount to 10% of the runtime of

SPEC CPU2000 workloads [Kandiraju.sigmetric02] TLB Optlmlzatlons

A As the physical and virtualddresses grow in sizthe
depth of page table levels increagith generations, thus
thenumber of memory accesses incredeea single
address translation, whichcreases TLB miss penalty

A e.g. 2 levels in Intel 80386, 3 levels in Pentium Pro, 4 levels in
AMD Optern and Intel x8&4
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, TLB prefetchin
TLB hardware conventional P J
optimizations A Software prefetches entries on InRyocess

ATLB size, associativity, and mulivel Qommunlcat|on path[Kavita.sosp94]
AFor communicating processes, prefetch entries

hierarchy [Chen.isca92] :
. i mapping IPC data structures/message buffers,
A Super Page [Talluri.95] stack and code segments

ATLB prefetching A Distance Prefetching [Kandiraju.isca02]
A1,2,457,8: page # of TLB miss
(1,2 éz,l / distance pairs would be tracked
(distancepredict distance

8. UNIVERSITY+»ROCHESTER &% UNIVERSITY+ROCHESTER

Distance Based Prefetching
Challenges and Opportunity in

CMP

A Challenges

ANovel parallel workloads stress TLBs heavily
[Bhattacharjee.pact09]

ATLB consistency among multiprocessors (TLB
shootdown needed)
A Opportunity
AParallel workload also exhibit commonality in
TLB misses across cores
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Categonzed common patterns Inter-Core Cooperative TLB Prefetchers for

[%] 1 - .
g . Chip Multiprocessors
5 o — A Explore two types of intecore cooperative TLB
BZos — prefetchers individually and then combine them
S50s — inerCore suide (specifically for DTLBs)
= § Inter-Core Shared (4 sharers
2 5@ ] Cinter-Core Shared (3 sharers.
FE 03 L inter-Core Shared (2 sharers L, .
g ., L A Prefetcher 1teaderFollower TLB Prefetching
E - A Targeted at Intecore Shared TLB Misses
5 =
S & S é“\ & 3}“\ \\e“" & ﬁu 4 . .
N T & &8 A Prefetcher 2DistanceBased Cros€orePrefetching
F < o

. . . A Targeted at Intecore Shared and Intepre Stride TLB Misses
Goal: Use commonality in miss patterns to prefetch TLB entries 9

to cores based on the behavior of other cores

Courtesy of Abhishek Bh:
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LeaderFollower TLB Prefetchi - i
eaderFollower retetching DistanceBased Cros€ore Prefetching

A Targeted at eliminating inteore stride TLB misses

Corel Core N-1
i, Prefetch Prefetch A The idea: use distances between subsequent TLB miss
@ L. virtual pages from single core to prefetch entries
D-TLB D-TLB Common
Core distance pairs: (1, This approach can capture
VP: 2),(2,1) various stride patterns among

cores effectively (and also
capture withircore TLB miss
patterns)

Figure 2. The baseline Leader-Follower algorithm prefetches a TLB miss
translation seen on one core (the leader) into the other cores (the followers)
to eliminate inter-core shared TLB misses.
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DistanceBased Prefetching HW

Core 1 Core N-1
D-TLB Pref. D-TLB Pref.
Buff. Buff.
Last Ctxt Reg Last Ctxt Reg

Last VP Reg Last VP Reg
[Lastl)istllell + + «|[ Last Dist Reg
O N

Distanice Table @

(Shared among cores, central location)

Figure 5. Distance-based Cross-Core prefetching uses a central, shared
Distance Table to store distance pairs and initiates prefetches based on these
patterns whenever a TLB miss occurs on one of the cores (for both PB
hits and misses). Note that the prefetches on a core may be initiated by a
distance-pair initially seen on a different core.

Eliminated D-TLB Misses

Combining the Two Prefetching Schemes

A Keep infinite size prefetch buffer and see how combining
leaderfollower and distancerefetching (512ntry) does

= Leader-Follower Prefetching
90 —pul — wDistance-Based Prefetching
80— rCombined inter-Core Cooperative Prefetching
70— —
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50— ]
40—
30— ]
I
10 +—
0 | mmd

Blackscholes ~ Canneal Facesim Ferret  Fluidanimate Streamcluster Swaptions VIPS X264
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Conclusion

A The TLB miss cost is high

An CMPs, TLB consistency needs be
maintained (We didno

A Common TLB miss patterns in parallel
workloads can be exploited

A Many approches (prefetching, sharing) are
proposed
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Page Table Walk Accelerations
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x86 Address Translation An example: Walk the Page Table

A Virtual address (x864): <0x0000, 5¢83, 15cc, 2016>

A 12-bit offset for 4KB page size, fourl8it indices to

select entries from the 4 levels of the page tablditl6
sign-extended

A ReWrite Virtual Address in the format as:
<L4 index, L3 index, L2 index, L1 index, page offset>

L4 index L3 index L2 index L1 index page offset
[47:39] [38:30] [29:21] [20:12] [11:0]

0b9 00c Oae 0c2 016
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PPN points to next
Register CR3 stores top level ppn level base location

The Idea of MMU caches

A A single address translation neeusltiple memory accesses
but the accesses to upper level page table entries can have
great temporal locality
A e.g. two consecutive accesses have the same 3 upper level entries,

Virtual index the last level is different
s the offset A Caching MMU upper level page table entries could possibly
reduce the TLB miss penalty (page walk overhead) by
) decreasing the number of memory accesses
A 8B-entry, 40bit physical page number (ppn) in x88 (12-bit shown for
simplicity)
A It requiresA memory references to walk the page table to translate an addres
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