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Abstract

We proposeto build a minimal ly sugervised systemthat (1) detectsrelevant objects
and activities and (2) extracts detailed descriptionsof them suitable for training current,
state-of-the-art object and activity recognizers. The proposed system will begin to
provide computers with the ability to learn about objects simply by watching them
interact in the physical world. This ability is crucial for high level communication,
independen task execution, memory augmenation and other situated applications.
We discussrecent hardware advancesand developmerts in the eld of computer vision
that combine to make construction of the proposed system feasible. We conclude by
suggestinga framework that we believe is appropriate for the task.
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1 Intro duction

It isn't hard for most peopleto imagine a world that goesout of its way to accommalate
their needsand desires. Such a world anticipates their wishesand actsto ful Il them. A
few privileged individuals realize this dream by hiring scoresof humansto assistthem.
For the averagepersonhowever, such a world is placed permanenly out of reach by the
short supply of and considerablecosts assaiated with human assistarts.

Properly equipped computers promise to supply expert help to many more peo-
ple than humans alone can satisfy. Howewver, computers capable of replacing human
assistaris require further technological developmert in many areas. The ability to au-
tomatically build and maintain real-world context is one crucial skill computers must
dewvelop along the way to this ideal. Two examplesdemonstrate how context is essetial
not only for futuristic robotic helpers, but also for near term systemsthat augmert a
user's memory.

First, we examine the role of real-world contextual knowledgein robotic helpers of
the future. This example considersthe task of fetching my computer vision textb ook
from a desk in another room. If the robotic assistant has no contextual knowledge
about the world, | must superviseits every movemert asit navigatesinto the oxce and
retrievesthe book. If | want the robot to perform the action again sometimelater, | ask
it to remenber the sequenceof actions that | just programmedinto it. Howevwer, if the
position of the book or any other environmental parameterschangeslightly, onceagain
I must laboriously hand program the robot to retrieve the book in the new situation.
If I don't reprogram it and the robot runs the initial program without realizing that
the arrangemert on the desk has changed, | may end up receiving my keyboard (still
attached to my computer) rather than my textb ook. This example stands in sharp
contrast to that of a robot that knows whereto go to get the notebook, can recognize
it whenit seest and understandshow to move it from onelocation to another. Of this
smarter robot | simply request,\bring me my computer vision textb ook from the desk
in my oxce," and the right thing happens.

While robots that communicate via natural human languageand accomplishcom-
plex tasksindependertly are unlikely to exist in the nearterm, computersthat augmert
human memory and perform sophisticated surveillanceappearto be on the nearhorizon.
Considera secondexampleinvolving the computer vision textb ook. In this examplethe
oxce haslearnedabout the textb ook by watching meinteract with it. When | losetrack
of the book, | simply ask the oxce for help remenbering my last interaction with it.



Becausethe o+ce keepstrack of the objects it knows about and recordstheir interac-
tions, it nds and replays its most recent obsenation of activity involving the book.
Watching a video sequenceof myself handing the textb ook to a colleague,l remenber
not only who has the book, but when | lent it to her as well. This kind of memory
augmenation is only possibleif the computer systemin my oxce knows enoughabout
the physical world to be able to record, label, and recall the relevant object interactions
it obsenes.

The examplesmentioned above illustrate that recognition of objects situated in the
real world is crucial to natural human computer collaboration. For this reason, object
recognition is perhapsthe single most researtied area of vision science. While object
recognition is a well studied domain, until now the focus has beenon squeezingevery
last drop of performanceout of recognizers.Becauseof the dixcult y of the problem, few
systemsattempt to learn modelsin a minimally supervised manner. Most are trained
on thousands of clean (i.e., trivially segmemable), hand-labeled images. During the
last decade,these hand trained systemshave made remarkable progress. Someof the
better onescan now recognizesmall sets of objects in arbitrary poseswith very few
errors [Nelson and Selinger, 1998]. The recent successof these systemsallows us to
contemplate the next step.

For object recognizersto be easily portable betweendomainsof interest, they cannot
rely on hand training, and must instead automatically learn the relevant objects within
their ervironment simply by observingit. This future generation of recognizerswill
incorporate into their databasesmodels of new objects as they are discovered, without
requiring down-time for retraining. The developmert of such systemsrequiresa means
of automatically turning obsenation sequencednto well-segmered clusters of train-
ing imagescorresponding to individual objects. Building sud a system s the project
proposedin this paper.

Unsurprisingly, many di®eren represenations of objects have beendevised. Some
represemations model the shape of the object. Others, sudch as color histograms, rely
principally oncolor. A few object represenations don't rely on appearanceat all, instead
classifying objects basedupon how they move. One notion theserepresetations havein
commonis the principle that particular characteristics of objects tend to hang together
through spaceand time. The systemwe proposewill take advantage of this and other
naive physical principles to automatically construct modelsof objects by observingthem
asthey interact in a real-world environment.

Over the last sewral decadesthe rapid improvemert of computing and sensingre-
sourcesand dewelopmerts in the eld of computer vision have reached a critical point:
building such a systemis now feasible. Computer hard drivescan now record high reso-
lution, frame-rate image sequencedrom multiple camerasfor extended periods of time.
Standard computer vision techniques, such as using multiple calibrated active cameras,
strong physical cues like motion, and explicit models of humans, provide signi cant
leveragefor attacking computer vision problems including the automatic segmeiation
of moving objects. The rest of this paper presens a proposalto take advantage of these
recent advancesto build a minimally supervised system that detects relevant objects
and activities and builds detailed descriptions of them suitable for training current,



state-of-the-art recognizers.

Beforedelving into the speci cs of the proposal, we discussrelated work in computer
vision that leadsup to and providesthe foundation for the proposedsystem. Becauseour
goalis to train recognizersin a minimally supervised fashion, we rst examinecommon
object and activity represenations from the viewpoint of their training requiremerts.
Next we explore what has beendone in the area of automatic learning of object and
activity models. We conclude the related work section by looking at computer vision
techniques of particular utilit y for construction of the proposedsystem.

After our tour of related work, we lead into the proposal section by discussingin-
frastructure that enablesthe project. This includes hardware and software currently in
place or under developmert at the University of Rochester Computer ScienceDepart-
mert.

The last major division of the paper discusseshe details of our proposal. Details
include how we will detect relevant objects, combine object clusters, and represert
objects and activities. The conclusion summarizesthe speci ¢ cortributions of the
thesis and estimatesa schedule for its completion.



2 Related Work

Becausethe problem of building truly intelligent computersis large and multi-faceted,
researd groups tend to focus on a single aspect of it. Somebuild object and action
recognizersin an e®ort to duplicate human performance. Others study how use of
physical cuessuch as motion and models of humansfacilitate object tracking. Recerily,
a few groups have begunto learn activity and object conceptsautomatically. In this
sectionwe discusswork in computer vision that leadsup to and providesthe foundation
for the proposedminimally supervisedobject and activity model acquisition system.

Sinceour primary goal is to automatically acquire data suitable for training object
and activity recognizers,we rst examine somecommon object and activity represen-
tations from the viewpoint of their training requiremerts. Next we explore the \state
of the art" in the area of automatic learning of object models. Perhaps most directly
relevant to this project is a systemthat learns object models from labeled imageswith-
out requiring the imagesto be clean(i.e., to have a featurelessbadkground) nor to have
the location of the object marked within them. Also closelyrelated to this proposalis
recert work on unsupervised systemsthat discover words and perceptual meaningsfor
them.

We conclude the related work section by discussingfour computer vision areas of
particular utilit y for construction of the proposedsystem:

1. Active and opportunistic vision strategies that respectively seekinformation in
the sceneand exploit \easy" situations;

2. Geometric reasoningabout 3D scenestructure using cameracalibration;

3. Physical cuessud ascolor, texture and motion that may be combined to produce
robust, whole object segmemation;

4. Tracking people with models in order to determine the relevance of the objects
they interact with, model activities involving them, and deal with the tracking
complexity their non-rigid movemerts introduce.



2.1 Object Recognition

Since the main thrust of the proposal is the automatic acquisition of clusters of seg-
mented views of relevant objects, we begin our discussionof related work by looking
at a few object recognition represenations in order to better understand their unique
training requiremerts. During the course of this section, we visit color-based, iconic
and PCA basedrepresenations among others. Becausethe URCS recognition system
deweloped by Nelsonand Selingerwill be one of the primary object recognizersusedfor
validation during developmen of the system, we place particular emphasisupon our
discussionof it at the end of this section.

Someobject represerations rely primarily upon color to recognizeobjects. Swain
and Ballard use color histogramsto represen objects [Swain and Ballard, 1991]. His-
togramsderived from training imagesare matched againstthosefrom a newimageregion
to perform object detection. The histogram models may alsobe back-projected into the
current image to localize the object. Becauseit useshistograms and depends upon
object color, the method is robust to translation, rotation, scalingand minor occlusion.
However, performancedegradessigni cantly under di®ering lighting conditions.

Methods have been deweloped that reduce the harmful e®ectsof lighting changes
upon color based represertations. Finlayson et al., presert an iterative method to
remove dependenceon lighting geometryand illuminant color simultaneously [Finlayson
et al., 1998]. Their method iterativ ely combines two standard techniques for color
normalization, (1) pixel-wise normalization to remove dependenceon intensity and (2)
channel-wisenormalization to ameliorate the e®ectsof di®ering illuminant colors.

In general, color basedrepresettations bene t from whole object segmemation, but
are robust to a small amount of segmemation noisein training images. Additionally ,
color basedrepresetations typically do not require as many training imagesas other
models do. Thus, to train color basedrecognizers,our system needsto provide images
of the entire object and can a®ordto trade quartity for quality.

Rao and Ballard represen objects using a high-dimensional iconic feature vector
built from the responsesof Gaussianderivative spatial "Tters[Rao and Ballard, 1995].
Their system needsa large region of support and is sensitive to occlusion. To train it,
high resolution imageswith whole object segmetiation are necessary

Sdhiele and Crowley use multidimensional receptive eld histograms for recogni-
tion[Schiele and Crowley, 2000]. They represent the probability distributions of the
presenceof local featuresnon-parametrically via histograms. The histograms model the
joint statistics of responsesto Gaussianderivativesor Gabor Tters. For training, they
require a clean view of the object.

Murase and Nayar use principal componert analysis to compressa set of images
taken of a particular object from di®eren viewpoints and under various lighting condi-
tions into its \eigenspace" [Murase and Nayar, 1995]. The object is represened within
the eigenspaceas a manifold. Input imagesare recognizedby projecting them onto the
eigenspaceand discovering which manifold the object lies on. To train their recognizer,
all training imagesmust be of the samesizeand have the object certered within it. Ad-
ditionally, training imagesmust be normalized with respect to scaleand brightness. To



meet theserequiremerts and to ensurethat badkground structure isn't included in the
represertation, accurate segmemation of the object in ead training image is required.

Pope and Lowe describe a systemthat acquires\mo del views" of objects from train-
ing images[Pope and Lowe, 2000]. Their systemrepresetts objects using relatively few
of the views preseried during the training phase. To keeptheir represeriations small,
they cluster training images corresponding to distinctly di®eren views of the object.
Within ead \distinct" view cluster, they compute a probability distribution of image
features. The complexity of the image featuresrangesfrom pixels up through high level
perceptual groupings. For training, their systemneedsa large set of cleanviews of eath
object from which to extract characteristic model views.

While the trend in object recognizershasrecertly moved toward view-basedsystems
and away from thosethat rely on geometrical models, someinterest has beenrekindled
by the dewelopmen of algorithms that extract photo-consistert 3D volumetric models
of objects from images [Kutulak os and Seitz, 2000]. The primary application of this
techniqueis currently capturing photo-realistic object modelsfor animation. In order to
perform the reconstruction of a photo hull, accurate camerageometry must be provided
for eadh of the camerasimaging the object.

Nelsonand Selingerpresert an object recognition systemthat represerts 3-D objects
as view basedlocal corntext patches similar to cubist art [Nelson and Selinger, 1998].
Their system achieves good recognition performance over the full viewing hemisphere
and is reliable even in the presenceof moderate occluding clutter. Additionally , the
system shaows the potential to generalizealong object classesperceptually relevant to
humans. In related work they examine the directions along which current view based
object recognition systemscan increaseperformancein the presenceof clutter [Selinger
and Nelson, 2000]. They conclude that system performanceis mostly determined by
intermediate feature construction. Their recognizeris currently trained by extracting
context patchesfrom clean views of objects taken systematically over the ertire view-
ing sphere. Becausetheir system usesedge basedfeatures, they needtraining images
without confounding badkground shape information.

Nelsonand Selingeralsoexplorethe typesof intelligent brute forcelearning strategies
that might be usedto solve object recognition problemsincluding learning object models
from unlabeled images [Nelson and Selinger, 2000]. Their experiments use a simple
nearestneighbor clustering algorithm to attract unlabeled imagesinto labeled clusters
growing around a set of seedimages. They discovered that clustering views in this
way tends to construct isolated clusters separated by pathological orientations where
appearancechangesrapidly with viewing angle. Increasing sampling at these dixcult
orientations improvesperformancebut requiresa prohibitiv ely high sampling frequency
Additionally , accessto a human question answerer improves accuracy but requires
signi cant amount of supervision by them.

It turns out to be common that a peculiar view from one object's model closely
matches a view in another otherwise dissimilar object's model. Nelson and Selinger
suggestthat these false matches could be discarded by examining the breadth of simi-
larity betweenthe models. For models of mostly dissimilar objects, many fewer views
will group the models (by matching closely)than will separatethem (by failing to match



closely). This results in a narrow ned of connectivity betweenthe incorrectly grouped
object models. In cortrast, correctly grouped models will exhibit high connectivity re-
sulting from proportionally many closematches. Their experienceimplies that obtaining
multiple views of a particular object will signi cantly facilitate correctly clustering the
views of the object with the proper model.

Various represettations require di®erert things from their training sets. Color his-
tograms need relatively few imagesthat must be of the ertire object without much
badkground. Iconic represenations demand high resolution imageswithout occlusion
that alsodo not have structured badkgrounds. Systemsbasedon Principal Componert
Analysis require global object segmemation and many training images. In order to train
all of these kinds of recognizers,our system must provide segmened views of objects
taken from many di®eren viewpoints. Thus our focuswill be on capturing and group-
ing well-segmented, high resolution imagesof unoccluded objects taken simultaneously
from multiple viewpoints.

2.2 Activit y Recognition

Moore, Essaand Hayes| | have shown that action and object recognition tasks are de-
penden and canead be solved better wheninformed by the other ((Mooreet al., 1999a;
Moore et al., 1999b]). Our systemwill take advantage of this by automatically training
both object and activity recognizersby bootstrapping them together simultaneously.
The object models formed by the object modeler are used to build activity models.
In turn the activity models constructed by the activity modeler are usedto construct
object categoriesand to recognizeobijects.

As is the casewith object recognizers,activity recognizersemploy a wide variety
of represenations of activities. Howewer, unlike for objects, there is no single intuitiv e
notion of what an activity is. Despitethis lack of speci city, activit y recognition systems
may be broken into two larger groups, those that model activities at the level of a
person'shody, and those that model actions and gesturesmade by a person'slimbs.

Aggarwal and Cai distinguish betweentwo basic methodological di®erencesn ac-
tivit y recognition systems,breaking them into systemsthat usetemplate matching and
systemsthat use a state spacerepresenation[Aggarwal and Cai, 1999]. The template
approad turns an image sequencento a static shape pattern and then comparesit to
a stored prototype. The state spaceapproac represens ead static con guration as
a state and models transition probabilities from one state to another. The template
matching approacd is computationally lessexpensive but is more sensitive to variance
in movemert duration. Selecting the proper states and features for the state space
approadesremains a problem.

Most systemsthat perform gesture recognition use the state-spaceapproac. The
state-spaceapproad is often formulated in a Hidden Markov Model (HMM) framework.
Each static posture is a state in the HMM model with states connectedby transition
probabilities. A motion sequenceis a tour through the various states of static poses.
The state-spacemethods prove to be robust to variance of movemert duration, but



typically require extraction of high level image information suc asthe positions of the
head and hands.

Brand, Oliver and Pentland attempt to overcomethe expressiwe limitations of single
state variable HMMs by coupling multiple singlestate HMMs via a matrix of conditional
state probabilities[Brand et al., 1997]. The conventional method of combining two
processesn an HMM forms a single large HMM with states that are the Cartesian
product of the two constituent HMMs. This approad leadsto a large number of states
and henceneedstoo much training data. They compare a computationally attractiv e
approximate model with an extremely computationally intensive exact version.

Wilson and Bobick extend the standard hidden Markov model method of gesture
recognition by including global parameters in the output probabilities of the HMM
states[Wilson and Bobick, 1999]. These parametersrepresent a systematic spatial vari-
ation within the classof gestures. An examplethey cite is a point gesturethat includes
a two-dimensionaldirection as a parameter.

Pattern matching gesture recognition systemsare computationally less expensive
than their state-spacecounterparts, making them well suited for real-time applications.
Darrell and Pertland presen a systemthat learns setsof view modelsto represen both
objects and behaviors[Darrell and Pertland, 1993]. Their view-basedsystem employs
dynamic time warping to match space-timepatterns to stored gesturepatterns achieving
tracking and recognition of hand gesturesat over 10 Hz.

Somewhatdi®erert than general gesturerecognition, gazedirection tracking allows
a computer to determine the user's focus of attention and consequetly can capture
contextual information relevant to the activity being performed. Stiefelhagen,Yangand
Waibel have developed a real time gazetracking systemthat formulates the problem as
one of poseestimation [Rainer Stiefelhagen,1996]. They use a small number of facial
features (as few as six) and the iterative POSIT algorithm proposedby Demerthon
and Davis to recover 3D pose. To extract the tracking features, Stiefelhagenet al.,
employ a number of heuristics basedupon intuition about the appearancethrough time
of facial landmarks sud as eyes, lips, and nostrils. They report reliable tracking and
poseestimation at a rate of 15+ frames per second.

Like approaces that perform gesture recognition by observing heads and hands,
systemsthat recognizeactivities by considering a person's entire body are also quite
common. The whole body approad is often usedin outdoor environments for surveil-
lance tasks that watch for unusual or unexpected behaviors.

Polana and Nelsonusebottom up processingto recognizerepetitiv e actions such as
running or walking [Polana and Nelson, 1994]. They use purely low-level optical °ow
templates for tracking and activity recognition. This system is interesting becauseit
does not recognizeor track speci ¢ parts of the user. Their method is well suited to
activity classi cation and persontracking.

Stau®erand Grimson dewvelop a monitoring systemthat passiwely obsenes moving
objects at a site and learns patterns of activity from the tratc they obsene [Stau®er
and Grimson, 2000]. They learn the expected paths that objects take in an outdoor
ervironment in order to detect sequenceghat exhibit unexpected behavior.



Another, quite di®eren approacd to activity recognition and modeling, frames the
problem as that of nding perceptual meaningsfor verbs such as put down, pick up,
touch, and drop. This approad is characterized by a closelink to symbolic logic and
natural languageprocessing.For example, Siskind tries to give verbs (actions) semartic
value by de ning them in a particular context. His Abigail systemtracks line drawings
of objects asthey move in a virtual world. Perhapsthe greatestweaknessof this system
is its dependenceupon perfect segmetation [Siskind, 1995]. At every instant of time,
the state of all objects in the world is completely known.

A morerecert work of Siskind's seeksto ground verbsin perception using a monocu-
lar camera[Siskind,2000]. He accomplisheghis via a trivial segmemation task in which
every object is distinctly colored against an easy (white) badkground. Each object is
then represenied by a corvex polygon surrounding it. The interactions betweenthe con-
vex polygonsare usedto infer force-attachment relationships. Objects may be grounded
(not moving and supported by somethingunknown), attached by xed or revolute joints
and may be on the sameor di®erert qualitativ e layer. Objects on the same qualita-
tive layer are constrained by the substartialit y principle to not inter-penetrate. Event
logic represettations are constructed that pair inferred properties (e.g., attached) with
intervals. Spanning intervals are usedto deal with the in nite spaceof evert intervals
causedby liquid evert types. A spanning interval represens the set of all subintervals
over which a certain property holds.

Mann, Jepsonand Siskind solve Newtonian medanics equationsto explain object
motions within a scene[Mann et al., 1997]. They approximate objects asrigid objects.
Their approad requirescompletespeci cation of the geometry of all objects within ead
view. This speci cation includes contact regionsbetweenand the certer of massfor all
objects. Becausethere are many feasible explanations for a particular sequence they
imposean ordering on interpretations that preferspassiwe to active object explanations,
prefersobjects to not be attached and that is indi®erert to whether or not objects arein
contact. Absenceof a body motor is given higher priorit y than absenceof attachmert.

Depending on the types of activities modeled, extracting data to train an activity
recognizermay require higher level image understanding than required to provide object
recognizerswith training material. For example, many systemsthat perform gesture
recognition require the location of the head and hands to be known in all training
images. Other systemsthat model interactions between people and objects must also
have object and personlabels attached to training sequences.

2.3 Automatic Learning of Object and Activit y Mo dels

In this sectionwe explore the state of the art in the areaof automatic learning of object
models. First we considertwo systemsthat learn recognition models for objects using
two di®erert approades. The rst learns object models from labeled imageswithout
requiring the imagesto be clean (i.e., to have a featurelessbadkground) nor to have
the location of the object marked within them. The secondbuilds large object models
by searting a set of unlabeled clean object imagesand attracting the closestmatching
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imagesinto its model cluster. After looking at the two automatic object model builders,
we next discussrecert work on unsupervisedsystemsthat discover words and perceptual
meaningsfor them. Finally, we end the section by consideringa few systemsthat learn
activity models automatically.

Weber et al., learn models from labeled but otherwise untreated natural images
without requiring the object locations to be marked within the image[Weber et al.,
2000b]. Their system is given both positive and negative training images for eadh
class, but makes no assumptions about the location of the object of interest within
ead image. A region of interest operator capable of detecting corners, intersections,
and circular patterns is usedto nd candidate features (parts) in ead of the training
images. Becausethey don't rely on prior segmemation or clean images, the interest
operator nds featuresfrom both the foreground and the badkground. In order to trim
the number of parts down to a reasonablenumber (approximately 100), they perform
k-meansclustering and vector quantization.

To construct the models, they beginwith modelsemploying a small number of parts
and work up to modelsusing more parts. Expectation Maximization is usedto estimate
the parametersunderlying the probability distribution over the selectedsubsetof parts
and shapes. Subsetsof parts are chosenusing a greedyalgorithm that randomly replaces
parts aslong asthe model with the replacemen performsbetter on validation data than
the current model does. This initial framework usesGaussiandensitiesappropriate for
reasonably homogeneoudraining examples. In [Weber et al., 2000a]they extend the
framework to employ mixture modelsto better cover multi-mo dal data sets(e.g., side,
front and rear views of automobiles). While neither systemis scaleor rotation invariant,
the secondversionis invariant to planar rigid transformations.

In a somewhat di®erent vein, Nelson and Selinger explore intelligent brute force
learning strategies that might be usedto learn object models from unlabeled images
[Nelsonand Selinger,2000]. Their experiments usea simple nearestneighbor clustering
algorithm to attract unlabeledimagesinto labeled clusters growing around a set of seed
images. They discover that clustering views in this way tends to construct isolated
clusters separatedby pathological orientations where appearancechangesrapidly with
viewing angle. Increasingsampling at thesedixcult orientations improved performance
but required a prohibitiv ely high sampling frequency Additionally , accessto a human
guestion answerer also improves accuracy but requires a signi cant amourt of super-
vision. Initializing the algorithm with multiple seedsper object class also improves
robustness.

Coming at the problem from an ertirely di®eren direction, seweral groups have re-
certly built systemsthat learn words and perceptual meaningsfor them. The rst group
we considerassaiatesaudio and visual inputs with ead other to form perceptually rele-
vant words. Roy, Sdiele and Perntland nd soundsthat correspond to words, and visual
categoriesthat correspond to meaningsof the words [Roy et al., 1999]. They do this
in an unsupervised manner. The visual represeration of objects are shape histograms
found by computing the normalized distancesbetween every two boundary points and
the angle formed by the tangent lines of the two boundary points. They usea uniform
badkground to make segmetation easier. Mutual information is usedto determine how
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the presenceof acoustic features predicts the presenceof visual features (and vice versa
since it is symmetrical). With this system they learn conceptsof trucks, keys, dogs,
shoes, cars, horsesand balls.

Roy has also investigated automatic grouping of auditory and visual information in
the context of how children form alexicon early in life[Roy, 2000a]. He usesCELL (cross
channel early lexical learning) to segmemn audio visual input into chunks that occur
repeatedly together. In order to perform their experimerts, they recorded care-givers
playing with infants. The audio stream was segmened into utterances by cutting at
silent spaces.Each utterance was assaiated with 15 di®erert views of the object being
played with during the utterance. A word segmeter was trained using the visual and
auditory inputs. Mutual information, or how knowledgeabout one variable predicts the
value of the other, wasusedto do the segmemation. Their resultsindicate that auditory
plus visual information makes learning words easier than just auditory information
alone.

The samegroup also built a robotic systemthat learns sequence®f phonemesthat
gowith di®eren visual stimuli [Roy, 2000b]. This systemdependsupon machinery that
computes phoneme probabilities and presens correlated visual and auditory stimuli.
Their objective is to form conceptsof words that are rooted in sensoryexperience. To
explore learning, they informally experimented with placing objects in front of a robot
and talking about the object to the robot. To verify the input, the robot parrots badk
what it thinks it hasheard. They also play a description gamewith the robot whereit
generatesspoken descriptions of objects that it sees.To examine speet understanding
the user says words in the lexicon and the robot attempts to nd all corresponding
objects within its “eld of view.

A secondgroup seekingto understand early languageacquisition and conceptforma-
tion usesrobots viewing the samesceneand playing languagegameswith ead other to
discover a common vocabulary corresponding to properties of the objects in the scene.
Steels'\talking heads" project discovers meaningsfor words by pointing seweral cam-
eras at the same sceneand having agerts look out of the camerasand describe what
they seeto ead other[Steels,1998]. In this way, his agerts discover lexicon and syntax.
Objects are described asthe set of real valued intervals they fall into for properties like
averageintensity, camerapan/tilt/zo om location, areaof bounding box surrounding the
object, ratio of relevant to non-relevant pixels in the bounding box, etc., An interesting
aspect of their systemis the binary discrimination treesthey useto break the cortin-
uous channels(e.g., avg. int., area, ratio ...) into ner and ner regions. Their robot
headslearn to describe an object basedon which features are most discriminatory for
that particular object.

Another paper by Steels'group focuseson the visual perception portion of the word
grounding problem[Belpaemeet al., 1998]. Their approadc is very modular. First,
region detectors are usedto pull out the regions of interest in the image. Then a set
of feature detectors are run on ead region. A description of an object (region) is built
from the outputs of the feature detectors. The description ewlves as a tree of ner
and ner distinctions within ead cortinuous channel. Finer distinctions are made only
if they are necessaryto discriminate the object at the certer of attention (the topic)
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from the badkground objects. The languagegamesdescribed below is usedto build the
lexicon.

More recertly, Steelsand Kaplan have built a system that represents the state of
the art in perceptually groundedlanguageacquisition from a traditional Al perspective
[Steels and Kaplan, 1999]. In their system, agerts are given the ability to teleport
around from view to view in a widely distributed pan/tilt/zo om cameranetwork. When
an agert is inside a particular cameralooking through it out at the world, it is free to
interact with other agerts at the samelocation looking out through other cameras. The
ervironment they obsene is perceptually trivial to segmen sinceit is simply a white
board with distinctly colored shapes pasted on it. While earlier experimerts by the
group involved more real-world domains, they have sincechosenthis perceptually easier
ervironment in order to better evaluate the succesf di®erert algorithms.

The languagegame played by Steelsand Kaplan's agerts proceedsas follows. One
agernt becomesthe speaker and picks a particular object from the cortext (context =
all objectsin the eld of view) asthe topic, the other objects in the context becomethe
badkground. The speaker then choosesa description of the object and a word assaiated
with the description. Thesechoicesare made basedupon how successfuthe description
currently is at delineating the object and how successfuthe word has beenin the past
for this description. The speaker then communicates the word to the hearer. If the
hearer knows the word he/she points at the object that it speci es and is told whether
he/sheis correct or not. Both playersof the gamethen update their modelsaccordingly.
While the meaningsfor the two players are unlikely to be exactly the same,they still
may lead to communicative successf the environment allows both meaningsto refer to
the sameobject.

Other groups have studied how a computer system might automatically form mod-
els of actions and activities. Kuniy oshi, Inaba and Inoue teach a robot the stepsand
actions necessaryto perform an assenbly task [Kuniyoshi et al., 1994]. The robot
watches a human perform the task and thus determines dependenciesamong the ex-
tracted assenbly operations. Their system recognizeshands and rectangular blocks.
Theserestrictions simplify visual processingand require object models to be speci ed
a priori . Assenbly operations are characterized by changesin the states of objects and
their neighbors. Using a similar approad et al.,, Ikeuchi and Suehiro use face contact
relations to learn robotic assenbly programsfrom obsenations of a human perform the
desiredtask [Ikeudhi and Suehiro, 1994].

Stau®erand Grimson at MIT's Al lab have developed a monitoring systemthat pas-
sively obsenesmaving objects from multiple viewpoints, and learns patterns of activity
from the traxc they obsene [Stau®erand Grimson, 2000]. They learn the expected
paths that objects take in an outdoor environment in order to pinpoint sequenceghat
include strange or unexpected behavior.

These projects represen seeral di®erert routes to automatic concept formation.
We proposean altogether di®erert approadc that usesmultiple weakly calibrated, active
camerasto build object models of the objects that move around the ervironment. The
next section discusseghe computer vision techniquesthat make this approadc feasible.
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2.4 Relevant Computer Vision Techniques

Since our goal is to construct a computer system with multiple active camerasthat
automatically clusters obsenations corresponding to individual objects, it behoovesus
to examine computer vision techniquesthat will prove useful. In this sectionwe discuss
four computer vision areasof particular utilit y for construction of the proposedsystem:

1. Activ e and opportunistic vision approacesthat respectively seekinformation in
the sceneand exploit \easy" situations;

2. Geometric reasoningabout 3D scenestructure using cameracalibration;

3. Physical cuessud ascolor, texture and motion that may be combined to produce
robust, whole object segmemation;

4. Tracking peoplewith models in order to determine the relevance of the objects
they interact with, model activities involving them, and deal with the tracking
complexity their non-rigid movemerts intro duce.

2.4.1 Activ e and Opp ortunistic Vision

Becauseour system will employ multiple panf/tilt/zo om cameras, we are free to use
active vision methods to seekout information that improves our object and activity
models. This section describesthe standard computer vision paradigm of active vision
and then discusseshow a related strategy we have termed \opp ortunistic vision" can
improve the quality of our automatically extracted models.

The goal of active vision is to visually determine task relevant information from
an image or sequenceof images[Aloimonos, 1990]. This goal cortrasts with earlier
approacestoward the vision problem that attempted to build a complete description
of the world. Instead of trying to model the ertire world, the active vision framework
is predicated on employing visual routines to seart out useful information.

In the active vision paradigm, one may use simple operators to discover regions of
interest to focusthe system'sattention on. Wixson detectsmotion that tendsto movein
a consistent direction over time[Wixson, 2000]. The directional consistencyconstraint
helps him avoid being distracted by °uttering leavesand scirtillating specularities on
water. Rimey and Brown use BayesNets to selectively control perception of an active
cameraasa T-World query is answered[Rimey and Brown, 1994]. The systembalances
the cost of obtaining new information against the perceived value of the information
gained. Jagersanddevelopsan information theoretic approac to determining informa-
tion content in imagesat various scalesand image locations [JAgersand, 1995]. This
information is useful for selectively guiding perception of vision systems.

Aloimonos et al., show that many problemsdizxcult or ill-p osedfor a passive camera,
are computationally easierand well-posedwhen an active camerais available[Aloimonos
et al., 1988]. Ballard arguesthat an animate vision systemwith the ability to control
its gaze makes execution of behaviors involving vision much simpler [Ballard, 1991].
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Gazecortrol of an active camera provides the benets of a wide eld of view without
sacri cing high resolution imaging by providing a foveal area. The drawbadk to this
approad is that objects of interest must be foveated.

Activ e and animate vision strategiesallow usto seekout information to augmert our
represertations of objects and activities. A related conceptwe've termed \opp ortunistic
vision" directs usto try and solve thosesegmemation and clustering instancesthat seem
the easiest,before attacking others that appear to be harder. The answersto the easy
problems may provide the meansto solve the harder problems later. The utilit y of
opportunism is supported by studies of human goal pursuit strategy. The principle
of opportunism has also been employed in a number of arti cial intelligence problem
domains.

Patalano and Seifert provide psychophysical evidencethat humans use a form of
opportunism to assaiate long-term goalswith featuresof the environment that represen
an opportunity to accomplishthe goal [Patalano and Seifert, 1997]. When conditions
change, humans swap out goalsthat have becometoo ditcult to obtain and begin to
pursue other goalsrepreseting the new best opportunities for success.

Opportunism hasbeenusedby Hayes-Rothto devisea framework for deciding which
of many possibleactionsan agert should executebasedupon current run-time conditions
[Hayes-Roth, 1993]. A direct example of applying the principle of opportunism to
computer vision may be found in [Crowley and Coutaz, 1995]. Crowley and Coutaz
take advantage of occasionswhen a blink is obsened to detect the presenceof the face.
The characteristic changesassaiated with blinking represen an opportunity to easily
and robustly detect the presenceof a face.

In the spirit of \Activ e" or \Animate" vision, we will employ multiple panf/tilt/zo om
camerasto seekout information that improves our object and activity models (e.g.,
zooming in to take high resolution images of objects after they are segmered). Ad-
ditionally, we will opportunistically focus the system's perceptive and computational
resourceson the instancesthat seemeasiestin order to emphasizequality over quartit y.

2.4.2 Camera Calibration and Geometry

Cameracalibration is important becauseit allows reasoningabout geometricalrelation-

ships of objects within a scene,and can be usedto imposeinter-view constraints that

prune the spaceof possible sceneexplanations. If the geometry of multiple cameras
viewing the same object is precisely known, it is possibleto locate objects in space
relative to the camerasvia triangulation[Hartley and Sturm, 1997]. Even with weakly
calibrated cameras,geometrical inferencesmay be made. Robert and Faugerasreason
about three-dimensional properties of an obsened scenewithout deriving an interme-
diate 3D description using a weakly calibrated stereopair [Robert and Faugeras,1993].
The ability to make geometrical inferencesfacilitates 3D tracking of objects for activity
modeling and occlusionreasoning. Standard typesof geometricalsceneinferencerequire
someform of cameracalibration.

Most current calibrated systemsuse a form of the two stage calibration process
developed by Tsai [Tsai, 1987]. In the two stage process,calibration begins with the
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extraction of featuresof a known 3D calibration object. The projections of theseknown
3D features onto the image plane are then used in a secondstage to solve for the
extrinsic (pose)and intrinsic (lens) parametersof the camera. Rather than performing
the typical two step extraction and calibration process,Robert and Faugerasiterativ ely
adjust model parametersto minimize an image baseddistance metric [Robert, 1994].
In this way they avoid some of the propagation of errors the two stage calibration
processintroduces. Willson extends Tsai's method to adjustable cameraswith zoom
lenses[Willson,1994].

Somecalibration methods don't rely on an explicit calibration object, instead track-
ing features in the ervironment for calibration. Faugeras, Luong and Maybank self
calibrate a camera'sintrinsic parameters[Faugeraset al., 1992]. Lee et al., automati-
cally recover the extrinsic cameraparametersfor multiple camerasobservingthe same
scenewith overlapping FOVs, by tracking peopleasthey move acrossthe ground plane
[Lee et al., 2000]. Collins and Tsin automatically determine lens and pose parameters
for a pan/tilt/zo om camerain an outdoor ernvironment with a sparseset of known,
surveyed landmarks [Collins and Tsin, 1999]. They t optic °ow obtained by rotating
and zooming the camerato parametric models of extrinsic cameraparameters.

Other recert work exploits regularities in the world to determine someof the extrin-
sic parameters of a camerawithout establishing point correspondences. For example,
Coughlan and Yuille make use of the tendency for indoor and urban outdoor envi-
ronmernts to be arranged in a three dimensional grid to automatically determine the
orientation of the camerawith respect to the scenegrid [Coughlan and Yuille, 1999].

Several other groups useimage correspondencesrom moving points to estimate cal-
ibration parameters. Azarbayejani and Pertland compute the relative positions of two
camerasusing structure from motion on certroids of moving blobs tracked simultane-
ously in two cameras[Azarbgejani and Pertland, 1996]. Chen, Davis and Slusallektrack
a point through the entire working spaceto form a virtual calibration object consisting
of the locations of the point along the trajectory [Chen et al., 2000]. Their technique is
useful for calibrating a network of camerascovering a wide area.

Calibrated camerasfacilitate tracking the 3D trajectory of objects, providing a good
sourceof information for activity modeling, reasoningabout occlusionsand capturing
simultaneous registered 2D views of objects. Registering the 2D views with the 3D
orientation of the object enablesmulti-view object recognition. Additionally , requiring
views of objects to be consistent between camerashelps prune the spaceof possible
sceneexplanations. For these reasons,we have built a calibration object to facilitate
calibration of the camerasin our system (seesection 3.1.1).

2.4.3 Physical Cues { Color, Texture and Motion

As mertioned in section 2.1, to train various kinds of recognizers,our system must
provide segmetmed views of objects taken from many di®erern viewpoints. Segmetation
of an image is the processof grouping pixels into regions of homogeneiy with respect
to someproperty. ldeally, the segmemation processgroups pixels that are generated
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by individual objects. These groups should not exclude any pixels that belongto the
object, nor include any that do not belong.

To accomplishideal segmemation, high level understanding of the objects in the im-
ageis necessary Becausemost systemsdo not have high level knowledge of the objects
to be segmeted, many techniquesfor segmeiation without high level knowledge have
been deweloped. Segmemation methods may be categorized according to the feature
spacethey consider. A few of the most prominent features usedto group homoge-
neousregionsare color, texture and motion. Within ead of these categories,a further
distinction may be made betweenthose that seekboundaries (discortin uities between
homogeneousareas) and those that discover homogeneousregions using a similarity
criterion.

Delineating regions basedupon color is a well studied domain. Lim and Lee em-
ploy fuzzy clustering in color spaceusing the fuzzy c-meanstechnique (FCM)[Lim and
Lee, 1990]. Liu and Yang perform multi-resolution color image segmemation using
Markov Random Fields [Liu and Yang, 1994]. Celenk clusters pixels using 3D vol-
umesin CIE(Lab) color space[Celenk,1990]. For a more comprehensi review of color
segmermation methods see[Skarbek and Koschan, 1994].

Segmemation using texture is another considerably mature area of segmeimation
researtr. Mao and Jain usemulti-resolution simultaneous autoregressiv modelsto seg-
ment and classify texture[Mao and Jain, 1992]. Jain and Farrokhnia employ Gabor
‘Tters for the sametask [Jain and Farrokhnia, 1991]. As in the caseof color segmen-
tation, a wide variety of texture based segmemation techniques have been proposed.
Reed and du Buf review texture segmemation with emphasison techniques that may
be usedfor unsupervised applications [Reedand du Buf, 1993].

While color and texture segmemation have been studied largely in isolation from
one another, somegroups have combined the two cueswith good results. Panjwani and
HealeyuseGaussianMarkov Random Field modelsto perform segmemation of textured
color images[Panjwani and Healey, 1995]. Belongie et al., use color and texture in an
EM basedsegmemation framework for content-basedretrieval of imagesfrom a database
[Belongieet al., 1998].

Along with color and texture, motion boundaries also provide a signi cant source
of information about object structure. This cue will be especially important to us be-
causethe relevanceof objects will depend strongly upon their interactions with humans,
which in turn will be detected via motion. The most common method of motion seg-
mentation seardesfor discortin uities in optical °ow estimatesto locate boundaries of
independertly moving objects.

An early in°uential optical °ow paper by Horn and Scunk combines a global
smoothness term with gradient constraints to iterativ ely improve optical °ow esti-
mates[Horn and Schunk, 1981]. Barron, Fleet and Beautemin presen results quarti-
fying performancewith respect to accuracy and density of velocity measuremets ob-
tained by a selection of oft-cited optical-°ow estimation methods [Barron et al., 1994].
To obtain their results they test each method on a variety of synthetic and natural
test sequences.More recertly, Black and Fleet use a Bayesian framework to estimate
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orientation and velocities of objects on both sidesof a motion boundary using particle
‘Ttering[Blac k and Fleet, 2000].

Estimating object structure from motion is a standard approac that has beenre-
‘ned over the last decade. Adiv preseris one of the earliest papers on structure from
motion [Adiv, 1985]. In it he shavs how to interpret optical °ow elds by searding for
3D motion parametersof rigidly moving objects that are compatible with the motion of
the object segmerts. Spetsakis and Aloimonos compute three-dimensional motion and
structure from dynamic imagery via line rather than point correspondences[Spetsakis
and Aloimonos, 1990]. Weng et al., estimate motion parameters and scenestructure
from correspondencesbetween subsequeh views [Weng et al., 1989]. In a later paper
they discusshow slight noise can seriously disrupt structure and motion estimation
and intro duce methods for dealing with known and unknown noisedistributions [Weng
et al., 1993].

Wang and Adelsonrepresen moving imageswith setsof overlapping layers obtained
using atne parameter clustering[Wang and Adelson, 1994]. Brostow and Essarecover
a 2.5D layeredrepresettation of video sequencedy combining spatial information with
temporal occlusions[Brostow and Essa,1999]. Tao, Savhney and Kumar extend layered
tracking represertations to incremertally estimate layer motion ownership and appear-
ancein a MAP framework [Tao et al., 2000].

Combination of segmetation cuesis not limited to just color with texture, some
groups have investigated combination of motion and color as well. Altun basak, Eren
and Tekalp perform object segmetation along motion boundaries by grouping simi-
larly colored regions undergoing similar motion [Altun basak et al., 1998]. While their
color model over-segmets the image, later motion analysis correctly groups the over-
segmeted regions along more meaningful boundaries. Their system combines the nice
crisp boundariesfrom color segmetiation with the larger segmemation regionsacquired
by motion segmemation.

Given segmemation estimates of the initial position of objects in a scenevia some
conmbination of color, texture or motion segmetation, tracking the object becomes
important for extracting new views of it and determining its interactions with other ob-
jects. Sampling techniquessucd asparticle Ttering have recertly emergedasa powerful
framework for tracking objects[lsard and Blake, 1998]. Unlik e parametric methods such
asKalman lters, particle Tters canrepreser multi-mo dal distributions using factored
sampling. In particle Ttering, a set of estimates of the current probability distribu-
tion are propagatedthrough time accordingto the model of the object's movemert and
measuremets taken at ead time step.

Tracking multiple targets simultaneously preseris additional dixculties sud as
trackers converging on a single object and data assaiation problems. MacCormick
and Blake tackle tracking multiple objects even when someare identical [MacCormick
and Blake, 2000]. Cox and Hingorani discussan excient method of solving the data
assaiation problem using Reid's multiple hypothesistracking algorithm [Cox and Hin-
gorani, 1996].

Becauseour system must automatically acquire high quality segmened views of
objects taken from many di®eren viewpoints, we will combine multiple segmetation
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cuessudc ascolor, texture and motion. In order to take advantage of sequencesfimages
including moving objects, we will also maintain multiple segmemation and tracking
hypothesesand correlate them acrosscameras.

2.4.4 Mo deling People

To build models of relevant objects, our system must be able to detect objects and
correctly cluster obsenations generated by them. Becauseour domain of interest is
indoor environments, the relevance of particular objects depends strongly upon how
recertly they have interacted with people. These interactions not only in°uence the
relevance of objects, but also make automatic segmemation easier. Also, knowing who
is in the room, where they are, and what they are doing allows an automatic object
modelerto focusits perceptual attention onthe mostinteresting regions. Becausepeople
are the most important and dizcult objects to deal with in most indoor domains, it is
well worth the extra e®ortto dewvelop and employ hand crafted person detectors and
trackers. This section discussegecer approadesto tracking peoplewith and without
using explicit models of humans.

Gavrila preserts a very thorough survey of human movemert analysisin [Gavrila,
1999]. He groups systemshby whether they usea 2D or 3D approadc and whether or not
they rely upon internal models. His survey goesinto more detail about ead system, but
doesn't make someof the distinctions found in [Aggarwal and Cai, 1999]. He covers 2D
approadeswithout explicit shape models. Theseare systemsthat bypassposerecovery
altogether (similar to [Aggarwal and Cai, 1999]'stracking without nding body parts).
Thesesystemsdescribe human movemert in terms of low-level 2D featuresfrom aregion
of interest. Classi cation for these systemsis generally basedon somesort of pattern
matching distance metric. The other major categoriesof human movemen analysis
systemshe covers are 2D approacheswith explicit shape models, and 3D approades.

Aggarwal and Cai provide a useful review of recert approadesto the problem of
looking at people[Aggarval and Cai, 1999]. They break the problem down into three
distinct kinds of processing: (1) Motion analysisthat determinesthe movemert of the
body by rst explicitly considering how the body's parts are moving; (2) tracking a
human without explicitly looking for body parts; (3) recognizingwhat a human is doing
basedon the output of the trackersin the rst two kinds of processing. They further
divide ead of thesegeneralclassesnto methods that do or do not usean a priori model
of the human body.

For the problem of analyzing human motion using body parts, there are three pre-
dominant kinds of segmemation and matching, eat with di®erert relative segmetation
and matching complexities. The least complex form of segmemation for matching is
segmemation into stick gures. Next in complexity are those systemsthat match 2D
contours. Finally, the most complex models are volumetric models that extract and
match 3D volumes. Aggarwal and Cai make the point that there is a tradeo® between
how easyit is to match a model to the extracted featuresand how dixcult the matching
features are to extract. The simpler models (stick gures) are very easyto match but
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dizcult to reliably extract. On the other hand, 2D contour and 3D volumetric models
are easierto extract reliably, but computationally ditcult to match.

The rst systemwe look at is P nder, a real-time human body tracker that relies
upon extraction of a 2D represettation of the head and hands via a statistical model
of color and shape[Wren et al., 1997]. This system forms a model of the badkground
using color mean and variance for ead pixel. It then watchesfor pixels that deviate
signi cantly from the badkground (background subtraction) and groups those pixels
into blobs of pixels with similar characteristics. The P nder systemusesa 2D contour
shape analyzer that watchesfor head, hands and feet. Once one of these regions has
been identi ed, a blob for that region is initialized. When a blob cannot nd data
to describe, it is deleted from the person model but may be added again later when
the extremity reappears. The P nder systemhasbeenusedsuccessfullyin a number of
applications including a gesturerecognition gameinterface, the recognition of American
Sign Language,and for the control of avatars.

Wadter and Nagel t the projection of a three-dimensionalpersonmodel to consecu-
tive monocular imageframesin order to recover a quartitativ e 3D geometricdescription
of the person's movemerts[Wacter and Nagel, 1999]. They use both region informa-
tion and edgeinformation for matching. Becausethere is more region information in
an image, using regionstends to stabilize tracking while the edgeinformation improves
localization. Before attempting to match the edgespredicted by the model to the ac-
tual edgesin the image, they remove any edgesthat are consideredto be too ditcult
to measure. These occur where two edgesare very nearly aligned (e.g., the badk of
the upper arm and the bad), or where one surfaceis occluded by a surfacewith very
similar properties. In order to model the person'smovemen they employ an iterated
extended Kalman Tter (IEKF). The Kalman Tter works well as long as there are no
large accelerations. In order to add robustnessto the tracking, they grab the regions
assignedby the initial edgedetection and determine gray valuesead region. Assuming
that the regions undergo only small changesin illumination and re°ection per frame,
the regionsfrom oneframe may be usedto predict the regionsof the next frame. Using
the region information in this way is akin to template matching.

Rehg and Kanade describe a framework for tracking self-accluding motion of artic-
ulated objects [Rehg and Kanade, 1995]. They usea kinematic model to predict occlu-
sions and windowed templates to track partially occluded links. Cham and Rehg use
a probabilistic multiple-hypothesis framework that combines sampling methods with
a parametric model [Cham and Rehg, 1999]. Their method is suited for the high-
dimensional state spacestypically usedto model highly articulated objects. Similarly,
Siderbladh, Black and Fleet use a generative model of image appearance combined
with a robust likelihood function basedon image gray-level di®erencesto recover 3D
motion from a monocular sequence[Siddnladh et al., 2000]. Their system can model
self-acclusion of limbs and employs a perspective cameramodel rather the scaledortho-
graphic cameramodel typically usedfor tracking.

Becauseunconstrained tracking of highly articulated objects such as people and
hands results in an intractable seard problem, seweral groups have explored ways to
focusseard in the high dimensionalspacescharacteristic of particle Ttering approades.
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Deutscher, Blake and Reid add annealingto the standard particle Ttering approach to
gradually in°uence peaksin the tness function [Deutscher et al., 2000]. Their method
exciently recoversfull articulated body motion using multiple camerasand a uniform
badkground.

Another, less common way of approacing the problem of tracking people is to
track them without rst extracting their body parts. This is essetially the problem
of nding corresppndencesbetween consecutive frames. Methods may be grouped into
two basic approades: iconic models relying on correlation templates, and structural
modelsthat are basedupon image features. Feature basedtracking starts with feature
extraction and then matches the featuresto a sequenceof images. The methodology
for feature extraction in single view approadesis quite similar to that usedin multiple
camera/viewpoint methods. The main di®erencebetween the single and multi-view
methods is that multiple perspective approaches must nd not only correspondences
betweenmultiple frames, but also correspondencesbetweenmultiple views.

Along theselines, Aggarwal and Cai discusssystemsthat usepoints for tracking and
work their way up to systemsthat use2D blobs (meshes)basedupon homogeneousreas
(e.g., motion, color, texture, etc.,) astracking features. Tracking systemsgenerally try
to obtain feature corresppndencesacrossimagesin an image sequence. The features
being tracked might be low-level features such as points or movemert [Polana and
Nelson, 1994] or more complicated features such as homogeneougegionsor \blobs".

Considering the importance of people in oxce ervironments and the complexity
their non-rigid movemerts introduce, we will build person tracking into our system.
Knowing where peopleand their extremities are will allow us to better model activities
involving them, and to focus our attention on the active areasaround their hands.
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3 URCS Infrastructure Work

Automatically building object and activity models is a new project at the University
of Rochester Computer ScienceDepartment and requires signi cant infrastructure to
proceed. Sincethe project is new, all hardware and software must be gathered and
assenbled essetially from scratch. For these reasons,most work leading up to this
thesis proposal has certered around building the necessaryhardware and software in-
frastructure to support the remainder of the project. This initial phasehas included
building and debugging the hardware comprising the sensornetwork, developing soft-
ware that supports developmert of distributed vision applications utilizing the network,
and coding routines that track people.

3.1 Sensor Net Hardw are

URCS is currently assenbling a network of pan/tilt/zo om camerasattached to PCs,
and a microphone array that will form the sensingand computational badkbone of the
proposed object and activity modeling system. Each sensorconsists of one or more
active camerasattached to a high performance dual processorPC with upwards of 1
GB of main memory and 300 GB of hard drive space. The storage subsystemof ead
PC is capableof sustaineddata transfers at rates that allow simultaneous recording of
two uncompressedRGB image streamsat full (640x480) resolution and frame rate (30
Hz). Developmert hasincluded modifying standard frame grabber driversto work with
our hardware, and porting vision libraries and applications from Solaristo Linux.

3.1.1 Calibration Cube

Becausesomeform of cameracalibration will beimportant initially , we have constructed
a high precision camera calibration target. The active calibration cube has been de-
veloped in tandem with Compaqg Computer Corporation's Cambridge Researt Lab
(CRL). Three cubes have been built that combine active and passiwe features. The
active features are LEDs that are under individual programmatic cortrol. An initial
prototype demonstrated independen control over ead of 16 LEDs using a Compagq
Personal Serer (ski®) to switch the LEDs on and o®.
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Figure 3.1: Each cube is a 12x12x12inch square box with active LEDs registered to
a passiwe chederboard pattern. There are 80 LEDs (16 per face) under individual
program cortrol. The chederboard is formed from squaresof Formica that have been
precisely milled to 1.715inches per side (+/- .005 inches). The chedkerboard pattern
on ead side s registeredto the LEDs within (+/- .010inches).

The current designutilizes 16 LEDs per cube face (except for the bottom face)for a
total of 80 active elemens. The active elemenrs make determining point correspondences
very easy Since the actual calibration benets from as many features as possible,
a passiwe, feature-rich chedkerboard is usedin conjunction with the active LED grid
(Figure 3.1). The two patterns are registeredto one another within +/- .010inches.

3.1.2 Microphone Array

Microphone arrays may be usedto localize people and other sound producing objects
[Adcock et al., 1994; Rabinkin et al., 1996; Brandstein et al., 1996; Brandstein et al.,
1997; Sturim et al., 1997]. Additionally , microphone arrays make it possibleto selec-
tively listen to speci ¢ locations in 3-space[Huang et al., 1995; Silverman et al., 1996;
Brandstein and Silverman, 1997]. For these reasonswe have acquired a high quality 8
microphonearray and built alibrary for interfacing with the hardware. The microphone
array will allow usto localizemoving speakersand to cluster audio aswell asvideo when
modeling a particular activity.

A microphone array consistsof two or more microphonesthat are sampled simul-
taneously and a computational devicethat performs signal processingon the incoming
samples (Figure 3.2). Arrays of only two microphones are commonly referred to as
a stereo pair or a binaural system. In practice microphone arrays have at least four
microphonesand may have 512 or more sensors[Silerman et al., 1996].

Most real-time systemsemploy betweenfour and sixteen microphones. Becausethe
microphone array usesdigital post-processingof the input to alter its spatial gain pat-
tern, changing focusto a di®erert spatial location doesnot require physical movemern
of any array componerts. Rather, the post-processingstep handlesthe adjustment.

Currently we are investigating whether the array signi cantly improves signal-to-
noise over a single ervironmental microphone.



23

mq mo ms my

Figure 3.2: A simple microphone array with four microphonesand a computer.

3.2 DDEAR - Distributed Development Environmen t And
Run time

Although a high bandwidth Ethernet will connectthe PCs, the transmission of im-
agesbetween nodes will still be limited to at most one or two uncompressedimage
streams. Becauseof this connection bandwidth bottleneck, most low-level image based
computation must occur locally on ead node. Sincethere are many possiblehigh level
data represenations that may be usedto communicate between nodes, and because
our researty will involve trying many of these, frequent changesin software are ex-
pected. Thus, facilities must be in place that allow rapid dewvelopmert and debugging
of distributed vision code. To this end, we have dewveloped an environment and runtime
libraries designedto make writing distributed applications easyand to allow interactive
debuggingand visualization of the data asit is passedbetweenthe nodesof the network.

The designfor the software focuseson easeof program creation and maintenance
as well as performance, scalability and robustness. The following goals make this focus
explicit and depend on the de nitions givenin gures 3.3 and 3.4:

2 Encapsulatedata sharing and networking complexity in runtime libraries, making
individual programs simple to code and easyto understand.
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Figure 3.3: Left: A producer is a program that suppliesdata of various typesto oneor
more consumers Righ t: A consumer is a program that receivesdata of various types
from one or more producers.

N

Enforce modularity sothat changesto one program do not a®ectanother. Pro-
grams that produce data never needto know who (if anyone) will usethe data
they produce. Programs that consumedata do not needto know a priori who
producesthe typesof data they take asinput.

N

Share data only when someonewants what you are producing. Optimize data
sharing both when other programs are consuming the data you produce, and
when no one wants it.

N

Allow consumers,producersand controllers to join and drop out of the collabora-
tion without causingother componerts to fail.

N

Provide execution cortrol over nodesincluding starting and killing programsfrom
a cortroller program running on a remote node.

N

Facilitate debuggingby allowing a cortroller to attach to a remote program and
pause, step and resume the program without requiring it to be recompiled or
restarted.

2 Port the libraries and relevant executablesto various operating systemsso that
modules may take advantage of special hardware available only in a particular
environment.

Our initial systemis limited to two communicating network nodesand an optional
controller. If the developer wishesto obsene the data passingbetweenthe two nodesor
to engagein execution cortrol of a program on either node, the cortroller must also be
running. The important featurestested in this initial systeminclude passingdata to the
controller only when that data has beenrequested,and runtime execution cortrol over
the remote programs by the cortroller. In this case,runtime execution control means
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Figure 3.4: A controller is a special type of consumer/ producer that may remotely dis-
play data from a producer and also corntrol execution of both producersand consumers.

being able to stop, step and resume programs at the points where they o®erdata to
ead other or to the cortroller.

Sincethis initial system, we have extended the functionality to allow an unlimited
number of communicating nodes, and simpli ed the library APl to make writing dis-
tributed applications easier. The improved system is nearing completion and allows
authors of modules to write code without knowing which other modules will supply
them with data, nor who will consumethe data they produce.

3.3 Person Tracking

Becausepeopleare the primary agens of changein an indoor ervironment, identifying
and tracking them allows usto focusour attention on the objects they interact with and
to better model the interactions. For example, recognizing a hand and knowing that
hands tend to move things allows us to infer the movemert of an object { ewven if the
object was partially or completely occluded by the hand during the evert. Similarly,
modeling of activities dependscrucially upon detecting object interactions with people,
and their extremities. For example, a model of tea making and drinking bene ts from
being able to detect that a tea cup has repeatedly attached to the person'shand and
then movedto their lips. To enablethis sort of reasoning,we have developed C routines
that track usersat the level of individual bodies, headsand hands, and eye and lip
cortours.

3.3.1 Tracking Bodies

Modeling activity and reasoningabout the locations of a person'sheadand hands often
requiresexplicit knowledgeof wherethe person'sbody is. We have exploredthe problem
of tracking people indoors by deweloping a color based tracker that clusters images
corresponding to individual people. The imagesmay be taken at di®eren times and
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Figure 3.5: A histogram peak set generatedfor the largest connectedcomponert in this
foreground image. To nd a peak set for an image, we perform a hill climb starting
from ead bin in the image's color histogram. When a climb reachesa peak, the votes
from the histogram bin that started the climb are given to the peak. Peaksare ordered
by the number of votes they accunulate, with peaksbelov a certain threshold being
dropped.

are often captured by di®erent cameras. We assume(1) that peoplewear distinctiv ely
coloredclothing, (2) that the indoor sceneis uniformly lit, and (3) that only one person
occupies a particular camera's eld of view at any given time. As expected, these
assumptionsproved to be too strong for robust tracking in the oxce environment the
clustering was performed in.

Our color basedpersonmodels are formed by clustering histogram peak sets(Figure
3.5). A set of histogram peaksis found by histogramming the foreground region of an
image, and then performing a global hill climb that discovers the peaks of the distri-
bution and the total number of votes ead peak includesin its °anks. Typically, these
peakscorrespond to skin and di®erertly colored articles of clothing.

In order for an image to successfullymatch and thus join an existing cluster, the
cluster's histogram peaksmust explain a majority of the image'sforeground pixels, and
the majority of the cluster's peaksshould be usedin roughly the correct proportions.
We useda similarity metric derived from earthmover's distance ([Rubner et al., 1998])
to encapsulatethese match requiremerts.

The algorithm is illustrated in gure 3.6. Imagesare continuously captured. When
an image cortains a substartial foreground area, the imageis addedto a run of images
corresponding to a single personmoving in the scene.When an image doesn't cortain a
foreground subject, any unclassi ed run of imagesis classi ed and addedto the model
that best explainsit.

3.3.2 Tracking Heads and Hands

The importance of tracking people'sheadsand hands may best be illustrated with an
example. An activity suc as making and drinking a cup of tea depends heavily upon
object interactions with human extremities. The tea-maker repeatedly touchesa kettle,
teacup, spoon and tea bag. During the drinking phase,the person'shand often touches
the teacup followed shortly thereafter by the teacup moving to the person'sface. As this
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Figure 3.6: Persontracking algorithm. When an image is marked as foreground area,
it is addedto a run of imagesassumedto correspond to a single personmoving in the
scene. When an image is badcground only, the unclassi ed run of imagesis classi ed
and added to the model that best explainsiit.

exampledemonstrates,tracking headsand hands provides useful contextual information
about certain kinds of activities.

In this vein, we have experimented with a stereo version of the MIT Media Lab's
P nder [Wren et al., 1997]code. We track a user'shead and handsin order to critique
their performance of physical therapy exercises.The head and hand tracker usescolor
blobsto track the user'sskin coloredregionsand triangulates the blob certroids to infer
their 3D positions (Figure 3.7). A set of 4D points (3 spatial dimensionsand time) is
gatheredby tracking the user'sperformanceof the exercisetrajectory (Figure 3.8). This
trajectory is then compared against a model of the correct movemert to verify that it
is within the allowable range of variation.

The canonical movemert model is built by combining a set of correctly performed
tra jectories generated ahead of time by the physical therapist. The movemen model
consistsof a point cloud of all the spatial locations the therapist's trajectories moved
through, aswell asa set of meanlocations obtained by k-means(see[MacQueen,1967])
vector quantization of the point cloud. A performanceof the exerciseis correct if every
point in the trajectory is closeto a point in the cloud, and if every meanin the model
has beenvisited by the trajectory.

3.3.3 Tracking Eyes and Lips

A preliminary system including a face detector, eye tracker, and lip image extractor
appropriate for tracking the eyesand lips of a user sitting at a computer terminal has
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beendeweloped. The current implementation operateson gray scaleimagesonly. The
face detector employs badkground subtraction to obtain a foreground mask. The head
region is obtained by nding the highest portion along the outline of the foreground
mask and tracing it down to the shoulders.

The eyesare located within the foreground region (Figure 3.9) by heuristic seard on
the sizeand relationship of pairs of gradient basedeye features. Candidate \top of eye"
and \b ottom of eye" segmetts are extracted by searding for light-to-dark and dark-to-
light transitions using a thresholded vertical 3x3 Prewitt operator. Only featuresthat
have an aspect ratio greater than 1.5 are included in the pair-wise eye validation step.
The eye-validation step examinesall pairs of eye candidates and removes those pairs
with sizesand aspect ratios inconsistert with the inter-eye distance. The best pair of
eyesis chosenby a voting schemethat takesinto accourt eye aspect ratio similarities,
eye sizesimilarities and the relation of inter-eye spacingto the width of the eyes.

The positions of the eyes are usedto initialize a template based eye tracker that
tracks the user's pupils at approximately 10Hz (Figure 3.10). Eye velocity is estimated
using inter-frame di®erencesn eye location. The velocity measuresare usedto predict
the next eye pair location.

The lip image extractor predicts the location and orientation of the mouth from the
positions of the pupils provided by the eye tracker. It then acquiresa certered and de-
rotated image of the lips basedupon the scaleand rotation determined from the pupil
positions(Figure 3.11). An intensity and gradient basedlip cortour nder outlines the
upper contour of ead lip. Unfortunately, the lip nder is quite sensitive to lighting
variations and doesn't generalizewell acrossusers(Figure 3.12).
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(1) Pertorm multi-view color blob tracking of head and hands

(2) Estimate 3D positions by
triangulating blob centroids

Figure 3.7: Color blobs are used to track the user's skin colored regions. The 3D
positions of the head and hands are estimated by triangulation.
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Figure 3.8: A movemen sequences formed by collecting the 4D (3 spatial dimensions
and time) points that describe the trajectory.

Figure 3.9: Acquire faceand eyesfrom full frame (Shown at halfscale). This step ertails
searding the foreground region for a pair of eyes, and then predicting the location of
the rest of the head basedon the pupil locations.
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Figure 3.10: Sewral frames showing the output of the eye tracker. Notice that the eye
tracking is robust to where the eye is looking and to a moderate amount of in-plane
head rotation.
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Figure 3.11: An image of the mouth that is acquired basedon the position of the pupils
of the eye. The spacingbetweenthe pupils givesthe scalefactor while the angle of the
line betweenthem tells how the image should be de-rotated.

Figure 3.12: An example sequenceof imagestaken for the subject saying zero. In these
imagesthe top of ead lip has beenautomatically detected and marked.
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4  Prop osed Contribution

We proposeto build a minimally supervised system that detects relevant objects and
activities and constructs detailed descriptions of them by watching the ervironment.
The output of our systemwill be suitable for training a number of current, state-of-the-
art object and activity recognizers.Sud a systemrepreserts an important step toward
computersthat are able to communicate with humansat a high level and are equipped
to independertly perform tasksin the real world.

Objects may be represerted in many di®erert ways. Somerepresetations are based
primarily upon the shape of the object. Other represenations, suc ascolor histograms,
rely principally on color. Some represertations don't rely on appearanceat all, but
rather classify objects basedupon how they move. One thing object represertations
have in commonis the notion that particular characteristics of individuals tend to hang
together through spaceand time. Wewill take advantage of this property to build object
models automatically by observingthem asthey interact in a real-world environment.

In order to build a systemthat detects and describes objects we must addresstwo
guestions:\Ho w do we correctly group obsenations that correspond to a singleobject?",
and \Giv en learned object models for individuals, how do we usethem to in turn learn
activities and object categories?" The remainder of this section examinesthese two
guestionsindividually and exploreshow existing URCS infrastructure will be usedto
construct the system.

4.1 Detecting Relevant Objects

In order to build models of relevant objects, we must be able to detect them and
correctly cluster the obsenations they generate. Becauseour domain of interest is
indoor environments, the relevance of particular objects depends strongly upon how
recertly they have interacted with people. Fortunately, these interactions not only
in°uence the relevance of objects, they also make automatic segmetation easier. We
proposeto construct a computer system with multiple active camerasthat usesthe
following strategies to automatically cluster obsenations corresponding to individual
objects:

2 Employ active vision to focusthe system'sattention on important regionsand to
augmern object models with high resolution (zoomed) images;
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2 Opportunistically attempt to solve the easiestcases rst;
2 Reasonabout the geometry of the scenevia multiple calibrated cameras;

2 Enlist physical cuessud ascolor, texture and motion to make segmeration more
reliable;

2 Use prior models of humansto deal with the complexity they introduce.

Becausethe camerasin the network are pan/tilt/zo om cameras,object information
can be improved using active vision strategies. For instance, after an object has been
segmeted, the camerasthat have segmened it may zoom in and take high resolution
images,re ning their models of the object. Also, becausethe camerasare active, their
e®ectie elds of view may be large without sacri cing image detail. When an object
moves, camerasthat are currently looking elsewheremay adjust their orientation to
view the object, aiding tracking and segmetiation and providing additional segmeited
imagesof the moving object.

Initially it makessenseto build a systemthat opportunistically attempts the easiest
segmemation casesrst (See gures 4.1 - 4.4for an example of what we meanby easy).
Presumably, a sensometwork that is online for 24 hoursa day, 7 days a weekwill obsene
many object interactions. If this assumption holds, we can a®ordto be selective about
which oneswe process. Becausewe are tracking objects using multiple cameras,eadh
easy segmetmation instance generatesa potentially large number of unique segmened
views of the moving objects. Furthermore, attempting to minimize supervision suggests
emphasizingquality rather than quartity. An obvious way to improve quality is to avoid
attempting to solve the ditcult cases,instead opportunistically concenrating on the
easiestinstances. We call this approad \opp ortunistic vision."

Using multiple weakly calibrated camerasmakessegmeting objects from the back-
ground much easier. Each camerathat concurrertly views an object provides an addi-
tional image of the object from a unique vantage point. Even with camerasthat are
calibrated only weakly, geometric reasoningmay be usedto cluster the imagestaken
from multiple viewpoints[Robert and Faugeras,1993]. Calibrated camerasalso facili-
tate tracking the 3D trajectory of objects, providing a good sourceof information about
occlusionsand allowing simultaneous 2D views to be registeredwith particular 3D ori-
entations of the object. Registeringthe 2D views with the 3D orientation of the object
enablesmulti-view object recognition. Additionally , requiring views of objects to be
consisteri betweencamerashelps prune the spaceof possiblesceneexplanations.

Another way to make segmetmation easieris to use strong physical cues such as
color, texture and most of all motion. Color and texture may be usedto break an image
up into homogeneousegionsthat generally belongto single objects. In isolation, these
cuestend to get confusedby lighting variations and accidertal structure in the image.
When combined with motion, segmemation ambiguity may be signi cantly reduced.
For example, a common type of segmemation ambiguity ariseswhen the object to be
segmetted is in front of a badkground with similar local appearance. In this situation,
the border betweenthe object and the badkground is impossibleto distinguish by ap-
pearancealone. Becausea moving object superimposesitself over many badkgrounds,
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there are more chancesfor it to move over a badkground it contrasts with than if it
is stationary. Perhapsthe most signi cant leverage provided by object movemen is
obtained when motion cuesare usedin conjunction with a background model [Toyama
et al., 1999][lvanov et al., 2000]. When the badkground model is initially built, it has
no knowledgeof the objects composingit. But, after an object movesto a newlocation,
the pixels that the current badkground model can't explain are either the object itself,
or the part of the badkground that the movemen of the object hasrevealed. The exam-
ple in the following section makessigni cant useof this property to make segmeration
easy

Becausepeopleare the primary agerts of changein an oxce ervironment, the ability
to identify and track them allows us to focus our attention on the objects they interact
with in order to model them better. Recognizinga hand and knowing that handstend
to move things allows us to infer the movemert of an object { even if the object was
partially or completely occludedby the hand during the event. Additionally , knowledge
of hands allows us to factor out the hand movemerts and focus on other objects of
interest. Knowing about people also facilitates automatic determination of a set of
objects in the environment that are most relevant. The objects that have interacted
with peoplemost recertly are likely to be the currently most important ones.

Through the following example of an easy segmemation instance we explore some
of the issuesthat make segmeiation challenging and discusshow to overcomethem.

4.1.1 Example Object Detection Exp eriment

This exampleillustrates how a segmemation system may watch for easy sequenceso

obtain high quality segmetation clusters! The example also seresto point out some
of the issuesa segmemation system faceseven when working on easy cases. Applying

the principle of opportunism to the task of automatic object segmemation, this example
takesadvantage of a sequencavhereone(and only one) object is movedto a new position
that doesn't overlap with its previous location. The scenario develops as follows. A

person enters the eld of view and then leaves (Figure 4.1). After the person leaves,
the cameranoticesthat within its "eld of view there are two (and only two) stationary

foreground holes. The camera opportunistically decidesthat segmemation is possible
and createspast and presert segmerned regionsusing the current foreground holes. The
segmeted regionsare formed by using the current foreground maskto chop out chunks
from the imagetaken beforethe personertered the view and from the image taken after
they left.

Notice that simple badkground subtraction using Euclidean distance between the
RGB values of pixels doesa poor job of segmeting the rabbit due to the presenceof
shadows (Figure 4.2). Theseimagesdemonstrate that e®ective automatic segmetation

1Throughout this example and the remainder of the section, the term segmentation cluster is used
to refer to a collection of views of a particular object obtained from an image sequenceduring which
the object moves. Each view also includes either a segmenation mask or bounding box that delineates
the object in the view.
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Figure 4.1: Original image sequenceof a hand moving a toy rabbit head.

requiressomemethod for dealing with shadavs. A simple method of dealing with shad-
ows is to look at the relationship betweenthe RGB pixel componerts rather than their
absolutevalues. One expectsthe color componert absolutevaluesof pixelsin shadavsto
decreasen a roughly similar manner that presenesthe inter-dimensional relationships.
Figure 4.3 shavs that segmemation methods basedupon inter-dimensional relationships
dealswell with shadavs, but may introduce high frequencynoisethat interacts with the
object's boundary, producing jagged segmemation.

Combining the two metrics multiplicativ ely provides the best of both worlds, sharp
edgesand shadowv rejection (See Figure 4.4). While there is room to improve this
solution, its segmeration is good enoughto train most object recognition systems. This
example demonstratesthat while there are complicating issueswith even the simplest
segmemation casesthe problem is not intractable. Takenfrom multiple viewpoints, the
set of cropped before and after imagesof the bunny form a nice segmemation cluster.

4.1.2 Focusing Segmentation Atten tion

The technical issuesfacing the segmemation portion of the system may be grouped
into two main classes: focusing the system's attention and segmeting objects from
movemert sequences.There are seweral levels at which the system must make choices
about how to allocate its resources.At the lowest level, the system must choosewhere
to point ead of its cameras. Many strategies are possible,including blanket coverage
of the environment, splitting coverageequally over all regionsof action, or focusing all
possibleattention on individual motion instances.
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Top left: For ead pixel location compute the euclidian distance betweenits initial and
‘nal RGB values:

q
Jeyclidian = (Ri i Rf)z"' (Gii Gf)2+ (Bii Bf)zy

Top righ t: Generatethe foreground mask by thresholding the distances(white corre-
spondsto deyclidian < 30).

Bottom left: Apply the foreground maskto the initial image.

Bottom righ t: Apply the foreground maskto the nal image.

Figure 4.2: Segmeting the object using Euclidian distancein RGB spacebetweeninitial
and nal frames. Notice that the shadows intro duce segmetation artifacts.

Thesestrategiestrade o®breadth of coverageagainst depth of coverage. The blanket
coveragestrategy tries to never miss an instance of action by covering as much of the
ervironment as possible. While this method may be the best strategy for surveillance,
it missesout on the segmetmation leverageprovided by multiple cameras. At the other
end of the spectrum, focusing as many camerasas possibleon a single action location
maximizes the segmeiation advantage provided by multiple cameras. However, suc
a system will likely miss someimportant events by focusing too narrowly. A middle
ground option between these extremesdivides the cameras'foci of attention between
interesting events by focusing as many camerasas necessaryto make ead sequence
segmetmable while still trying to obtain good coverageover the spaceof events occurring
in the environment.

It seemslikely that evert recording will occur faster than event segmetation, re-
quiring the system to processsequencesn order of priority. Thus we must address
whether all computational resourcesshould be spert on the easiestsegmenation everts,



38

Top left: For ead pixel location compute dinter dimensional =

(Ri G)ii (Ri G))2+ ((Ri B)ii (Ri B))?2+((Gi B)ii (Gi B)f)2
Top righ t. Generatethe foreground mask by thresholding the distances(white corre-
spondsto dinter dimensional < 20).
Bottom left: Apply the foreground maskto the initial image.
Bottom righ t: Apply the foreground maskto the nal image.

Figure 4.3: Segmeting the object using euclidian distance betweenR-G, R-B, and G-
B rather than RGB. This emphasizesthe relationship betweenthe componenrs rather
than their absolute values. While interdimensional methods deal well with varying illu-
mination levels, they are instable at very low intensities and can produce high frequency
noisethat interacts badly with segmetation boundaries.

or whether someresourcesshould go to harder events having higher potential payo®s.
Ideally, the system will focus on the everts that maximize the amount of information
gained (see [Denzler and Brown, 2001] for a more formal treatment of this idea). In
the worst case,determining the information content of a sequenceand the easewith
which it may be extracted will require actual segmetmation of the sequence.More likely,
someapproximation of content and easeof extraction may be quickly computed. If so,
we can useit to productively focus the system's attention on casesproviding the best
cost-bene t ratio.

4.1.3 Technical Segmentation Issues

Once we determine where to spend systemresources,actually producing good segmen-
tation clusters requires addressingnumeroustechnical issues. Theseditculties include
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Top left: For ead pixel location compute
p

dmult = deuclidian Qdinter dimensional -
Top righ t: Generatethe foreground mask by thresholding the distances(white corre-

spondsto dmyt < 40).
Bottom left: Apply the foreground maskto the initial image.
Bottom righ t: Apply the foreground maskto the nal image.

Figure 4.4: Segmeting the object using the combined absolute and interdimensional
metrics from “gures 4.2 and 4.3. The scoresare combined by multiplying. This method
dealswith shadavs without compromising sacri cing sharp segmemation boundaries.

maintaining a good badkground model, dealing with varying lighting conditions and
searding the enormousspaceof possibleobject interactions.

Suddenglobal illumination changessud aslights being turned on or o®will occur
in a large indoor ervironment if the obsenation period is long enough. A simple strat-
egy immediately suggestsitself: ignore all movemerts that occur before and after the
change, backing up and moving forward to points in time when nothing is changing.
The badkground is simply reinitialized after all movemert stops. If the sudden global
illumination changeoccurswhen nothing elseis happening (say the lights automatically
turn o®after the last room occupart leaves), this represens a good solution. 1t is likely
that more sophisticated solutions will be needed. A re nement is to update regions
of the badkground model that are currently not changing until a complete badground
model is again obtained.

Sudden global illumination changesare not the only kind of lighting changesthat
may causetrouble. Things like the setting sun shining through a window will alsocause
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signi cant lighting di®erencebut with a much larger time constart. Moving shadowvs
can appear to be objects moving and could result in spurious object clusters being
formed. The easiestway to deal with these slow changesis to periodically update the
object appearancemodels of known objects within the scene,as well asto update the
badkground.

Many indoor environments include computer monitors, fans, clocks and other sources
of periodic motion. Since our segmemation will be keyed on motion, dealing with
these sourcesof uninteresting motion is essetial. One oft used approad is to collect
statistics represerting how a badkground pixel behavesthrough time. Thus badkground
pixels might be represerted by a mean and covariance gathered over ten initial frames.
Unfortunately, background areaswith high variance canthen explain many more image
pixels than they should. Walking in front of a monitor will leave a monitor shaped hole
in your chest. Eveland et al., presen \gated badkground adaptation”, a method for
learning a badkground model in the presenceof contaminating foreground motion using
a stereodisparity map to avoid adapting foreground regions[Eveland et al., 1998].

This problem of periodically changing badkgrounds is much like that encourtered
when objects move in front of a similarly colored badground. The object is explained
as badkground when it really is not. Fortunately, using many cameraswith di®eren
viewing angles makes it likely that some set of them will be able to perform good
segmetation. This consistent set of segmetations can be usedeither to throw out the
views taken by the cameraswith poor badkgrounds, or to constrain their segmeration
solutions (e.g., by specifying a range on the number of pixels that must be marked as
foreground).

Perhapsthe most dixcult technical segmemation issueis dealing with the complex
(in nite) setof possibleobject interactions. Algorithms that compute multiple tracking
hypothesesshav promisein dealing with the large spaceof possibleobject interactions
[Cox and Hingorani, 1996]. Additionally, recertly deweloped sampling methods suc
as partitioned sampling [MacCormick and Blake, 2000] provide a well-founded multi-
object tracking framework. Becausewe are processingthe sequencesn an essetially
o®-linemanner, we can a®ordto usecomputationally expensive methods that maintain
a multi-mo dal hypothesisdistribution (e.g., particle Ttering [Isard and Blake, 1998]).

The strategies mentioned earlier in this section (i.e., active vision, opportunism,
camera calibration, motion and other physical cues, and explicitly modeling humans)
and multiple hypothesistracking will be employed to make the segmemation as robust
as possible. The examplein section 4.1.1 illustrates that somesubset of segmetation
problemsis easy It is upon this subsetthat we will initially concerrate our energy

4.2 Combining Object Clusters

The segmemation portion of the system generatesclusters of segmened views of eat
moving object it sees.The cluster for a particular object is collectedfrom shortly before
the object started moving to shortly after it cameto rest again. Each image within the
cluster is annotated with when and whereit was captured from. Clusters may addition-
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ally contain high resolution imagestaken by cameraszooming in on the object after it
comesto rest. Given these clusters of segmered views produced by the segmetation
portion of the system,the model builder must decidewhich clustersrepresen the same
physical object, which physical objects are part of the sameobject class, and how to
conmbine clusters appropriately. The \naiv e physics" [Hayes, 1985] principles of sub-
stantialit y and continuity will be usedto group clusters of obsenations belonging to
the samephysical object. Labelsassignedby usersand functional equivalencesdetected
during \structured activity bursts" will combine clustersinto equivalenceclasses.

4.2.1 Naiv e physics { Mo deling individual objects

Combining obsenations stemming from a single physical object is the most fundamertal

type of segmemation cluster grouping we must do. The segmemation systemgenerates
clusters of views of an object corresponding to occasionswhen the object moves. These
movemert occasionsmay be widely separatedin time and could occur under drastically

di®erert lighting conditions. The naive physics principle of substartialit y allows us
to group clusters from an object that never leavesthe spaceunder obsenation. If an

object doesleave the current obsenation space(e.g., it is movedinto another room), we
must rely on somecombination of visual similarity betweenthe views, the naive physics
property of cortinuity and human supervision to correctly label the two objects as one
and the same.

As long as an object stays in the eld of view of the cameras,we should be able
to automatically group clusters of obsenations corresponding to that object, despite
signi cant lighting changesthat may occur. For example, considera co®eecup that is
removed from the cupboard, Tled with co®eedrunk from and then left sitting on the
counter. This interaction might occur in the morning with sunlight streaming from the
side through an easternfacing window. The cup doesnot move again until later that
night when it is washedand replaced in the cupboard. Now the sun has set and an
overhead °uorescert light is the primary source of illumination. Becausethe lighting
has changeddramatically, grouping the clusters of imagesgeneratedduring ead of the
cup's movemerts cannot rely on appearancealone.

Naive physics allows us to infer that the object we witness move in the morning is
the sameone we seefourteen hours later. The principle of object substartialit y tells us
that until an object moves,no other object canoccupy its spatial location. So, unlesswe
seethe cup move to a new location, any moving object that starts in the cup's current
location must actually be the cup. The principle of cortinuity allows us track the cup as
it movesthrough various lighting conditions. This principle says the if we seethe same
object in two di®eren locations, it must have moved cortinuously through space-time
from its initial to its nal position.

When spatiotemporal cortinuity is disrupted by an object moving out of the eld
of view of the system, the strength of inferencetools decreasessigni cantly. For this
case,a weaker form of the principle of cortin uity can be combined with the similarity of
the object's characteristics betweenviews to link disparate clusters. The weaker form
of continuity employed here decreesthat when an object leavesthe current obsenation
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space,it will reerter the sameor another obsenation spacesometimelater. Additionally ,
the principles of substartialit y and cohesion(no merging or splitting) dictate that it
cannot reside in two separate spatial locations simultaneously. The nal and most
important grouping principle is the similarity of the object's characteristics between
views.

Measuring the similarity will depend upon the represertation used, but one general
principle should be noted. Clusters of views generated by a single object typically
will be closely related in many ways, while clusters from two di®erernt objects will be
closely related in only a few ways. To make this principle explicit, the views in one
cluster for a particular object will often match many other views from another cluster
of the sameobject. For two di®erert objects, relatively fewer matches between view
clusters will occur. These naive physical properties form the basis for our con dence
that segmemation clusters really belongto the sameobject. Linking in this way will
most likely needveri cation by human supervision to be robust.

4.2.2 Structured Activit y Bursts { Mo deling activities

Once we have suzciently trained an object recognizer,it becomespossibleto attack

another interesting type of concept { that of an activity. During activities, objects
appear and disappear, start and stop moving, corntact and move away from oneanother.

An activity sud as tea making may be represented as a structured cluster of scene
changes. While making tea, a tea cup, a kettle, a tea bag, and a spoon all appear and

disappear. Each of these objects starts and stops moving and interacts with the others
during the °urry of activity surrounding the tea making. The kettle appears, movesto

the kitchen stove and stops. Then a cup and tea bag appear { the tea bag movesto

the tea cup and disappearsinside. The kettle movesto and hovers closeto the cup,

then a spoon movesto the cup and interacts with it brie’y. During tea making and

other activities, objects appear and disappear, start and stop moving, and contact and

move away from ead other in a structured manner we have termed \structured activity

bursts."

The objects involved in tea making serwe to form an activity context. The locations
of the objects asthey appear, disappear and move addsto the descriptive power of the
activity context and may be represened using a histogram of spatial location frequency
during the activity. The order in which the objects appear, disappear, move and interact
with ead other also helpsto de ne the activity. Making tea is di®erert than washing
the dishesnot only becausethe objects involved are di®erer, but becausethey interact
di®erenlly aswell. Modeling object interactions is particularly tricky however. There
are likely to be many object interactions that are extraneousto the activity, suc as
moving the cup around on the courter. Also, somecritical interactions might be missed,
such asthe tea maker putting the tea baginto the cup. Someweaker represertation of
object interactions will be needed. One method usedby Moore, Essaand Hayesl|Il, is
to represert object interaction contexts asthe likelihood that one object will be touched
immediately after another [Moore et al., 1999a][Moore et al., 1999b].

Current systemsthat model activities start with a hand crafted setof objectsthat are
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built a priori and model activities asthe interactions betweenthe hand crafted objects.
The proposed system seeksto extend these existing activity recognition systems by
dynamically learning objects asthey appear and disappear, and forming activit y models
involving them with minimal human supervision.

4.2.3 Functional Equiv alence { Learning object classes by how the
objects act

The \functional equivalence" of two objects can be exploredby revisiting the tea making
example used to illustrate activity modeling in the previous section. Making tea is
making tea, regardlessof whether the blue enamelkettle or the copper kettle is used.
Many of the characteristics describing the two kettles may be di®eren, the thing that
relates them is their functional equivalenceduring the tea making activity. They are
usedin the samecortext (i.e., with atea cup, atea bag, and a spoon) and interact with
the other objects in a similar manner. We may concludethat the two kettles are in fact
part of the sameobject class. The blue kettle object model is linked to the copper kettle
object model through their functional equivalencein the tea making activity model.

4.2.4 Language { Supervising construction of object classes

Another way that conceptsof object classesdewelop is through explicit grouping by a
supervisor. Children learn object equivalencesnot only by observing them perform in
the samefunctional role, but also by being told that they the sameobject: \This is a
cup" and \this alsois a cup." Our systemwill initially build object classesby linking
object models through linguistic labels.

4.3 Main taining Mo dels { Database represen tations

Becausewe will explore seeral di®erert types of object, activity, and classrepresen-
tations, the system's underlying data structures must retain enough information to
admit ead of theserepresenations. Imageswill be our basicunderlying data structure,
alongwith annotations describingwhenthey weretakenand with what camerasettings.
Theseimageswill be captured wheneer they contain pixel di®erenceghat constitute
signi cant movemert. Also someimagery will be stored at regular time intervals (on
the order of minutes) to allow the badkground model to adapt to changeswith large
time constarts such asthe sunsetting. Theseregularly takenimageswill alsohelp some
object represenations model changesin the object's appearancewith varying lighting
conditions.

The segmemation unit will construct clusters of viewsthat contain the object. Each
view in the cluster will have assaiated segmemation and occlusion masksthat mark
the object's boundarieswithin it. Clusters will be joined together by a link indicating
the object modeler's belief that they represen the sameobject. A human supervisor
may provide feedbad& about which clusters belong together. This feedba& will form
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an additional link betweenthe clustersthat indicates ground truth. After an object is
segmeted by the segmemation unit, the systemmay usethe constructed object model
to go badk and look for other instancesof the object in its archivesin order to further
develop the model. Object recognizersemploying a particular represertation scheme
(e.g., color histograms) will usethis data structure for training.

As is true for object models, there are many possiblerepresetations of activity. The
activity recognizerwe will initially employ will represen activities as a set of involved
objects and location histograms (the context), and a sequetial list of object appear-
ances, disappearances,and actions/interactions. Activities match according to how
much context they shareaswell as how well their subsequencesf scenechangesalign.
Becauseactivity segmemation will be driven by change detection with a small time
constart, an activity such as making tea may actually be segmened by the systeminto
seweral sub-activities (e.g., preparation, tea pouring, sipping0, sippingl, ... sippingN,
and clearup). Thesewill be aggregatedby a human supervisor.

The actual object classediscoveredwill depend upon the performanceof the object
and activity recognizersand the amount of human labeling that occurs. They will be
represerted by linking multiple object clusters through a common label. The links to
the label will be assigneda value between 0 and 1 indicating the system's con dence
that the cluster actually belongsin the classdenoted by the label.

4.4 UR CS Infrastructure

The University of Rochester Computer ScienceDepartment (URCS) has a number of
infrastructure resourcesalready in place or nearing completion that will aid creation of
aminimally supervised,distributed, object detector/modeler. Theseresourcesnclude a
network of computational sensorsibraries and executablesthat facilitate developmert
of sensornet programs, a state of the art object recognition systemto train, and code
that tracks people'shands and headsto simplify modeling people.

URCSi s currently assenbling a network of approximately 20 computational sensors
that will form the sensingand computational badkbone of the system. Each sensor
consistsof one or more pan/tilt/zo om camerasattached to a dual processorPC with
on the order of 1 GB of main memory and 300 GB of hard drive space. The storage
subsystemis capableof sustaineddata transfersat 60 MB/sec. This bandwidth allowsit
to record two uncompressedRGB image streamsat full (640x480)resolution and frame
rate (30Hz). The initial maximum storage capacity of the system is approximately 3
hours for one cameraand 1.5 hours for two. The computational sensorsare connected
to eadh other via a high speed Ethernet that is capable of transferring one or two full
resolution, frame rate uncompressedvideo streams.

A setof libraries and executablesthat facilitate developmert of distributed applica-
tions is another signi cantly relevant URCS resourcecurrently under developmert and
nearing completion. This code-baseallows usersto write modulesthat produceand con-
sumelogical data typeswithout needingto know the details of the other modules they
will be communicating with. In addition to a simple API, theselibraries and executables



45

allow the designerto snoop on the inter-node communication without disrupting the
°ow of data, and provide run cortrol over execution without requiring re-compilation
or restarting of running modules.

In order to verify the utilit y of our system, we will needto compare its perfor-
mancewith that currently provided by hand trained object recognition systems. Nelson
and Selinger'sin houseobject recognition systemprovides a state-of-the-art benchmark
systemto compare performanceagainst.

Becausepeople are the primary agerts of change within indoor environments, we
plan to track them explicitly. Two implemented systemsalready at URCS provide the
meansto do the tracking. The rst system is based upon the Media Lab's P nder
system and triangulates the 3D positions of skin colored blob certroids corresponding
to the user's head and hands. The secondsystem acquires and tracks a user's eyes.
Both systemsoperate in nearreal time. Thesetwo applications complemen ead other
in terms of speci city of information and robustness.
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5 Conclusion

5.1 Specic Contributions

Becausemost object and activity recognizersare hand trained and tuned, it is likely
that the recognition of this systemwill lag behind that of current state-of-the-art recog-
nizers. The important cortribution is not the recognition performancefor a particular
represermation, but rather the framework that allows automatic acquisition of object,
activity and classmodelsfor a wide range of represernations. In light of this focus, this
thesis will make three cortributions to the eld of computer vision.

The rst cortribution will be to clearly map out and explore the problems faced by
the architect of an automatic object modeler.

The secondcontribution will be the construction of a conceptual framework that
addresseghe primary issuesuncovered while building the real-world automatic object
extraction system.

The main contribution of this thesis will be a working demonstration system that
automatically detects and builds models of real-world objects by watching their inter-
actionsin anindoor ervironment. This systemshould display performanceon the order
of current object recognizers,but most likely will not to surpassthem.

Becausebuilding the object modeling part of this systemwill require signi cant time,
it is unlikely that we will have much time left to explore the interesting researt avenue
of automatic activit y and object classmodeling. Howewer, while building the underlying
automatic object detection and modeling we will keepthis future direction in mind and
build toward it. If the systembuilding proceedsrapidly we will implement activity and
classrecognizersas well as various object recognizerswith di®erent underlying object
represerations.

5.2 Research Schedule

FALL & SPRING 2001-2002 Build automatic object segmeter.

SUMMER 2002 Testthe segmemation subsystemby feedingthe clustersit produces
to a color histogram object recognizerand alsoto Nelsonand Selinger'sview based
recognizer.
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FALL 2002 Explore activity recognition and classgeneration using the object repre-
sertations from the object segmerter.

SPRING & SUMMER 2003 Write thesis and defend.
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