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Abstract

Web usage miningis an activereseach areafor its uses
in web site maintenanceand for the potentialeconomical
impact. In the past,reseach hasfocusedn off-line statis-
tical analysisJearningtheuserbehaviorandonidentifying
mostfrequentlyvisitedstructues. Our papertakesan am-
bitiousapproad by proposingand studyingeffectswith an
on-line monitoring medanismof web usage. In our sys-
temnamedWf, . , we deviseefcient real-timealgorithms
for identifyingmostvisitedsitesandsite-pathdn realtime
We alsoincludefeaturessud asan advancenvarningwhen
there is a potentialdenial of serviceattad. The\/\/ﬁve sys-
temused OGML [3] andthegraphlibrary ofthe WWWRI
suite[2], andlay thefoundationfor future developments.

We concludeby analyzingperformanceropertiesof our
systemand proposesomesuggestiongor future work.

1 Intr oduction

Popularity of a web site is in most part relatedto the
content presentatiorand constructof awebsite. For com-
mercialweb sitesthis is of prime importanceaseachvisit
indicatesa potentialconsumer The consumemight either
buy, betemptedo buy orrecommendhesiteto others.This
factorresultsin apotentialfor increasedraf c to awebsite
whichin turn canresultin adwertisingrevenue.

In caseof commercialweb sites, web managersvork
with designersgontentproducersandprogrammer$o pop-
ularizetheirwebsites.WebsitestatisticssuchasURL loca-
tion, numberof hits determinesite usageaswell aswebsite
traf c. While webmanagerpreferto have large numberof
usergo visit theirpagestherearetimeswhenusersorches-
tratea ood of visitsto preventothersto visit aspeci c web
site. This is damagingasthis not only paralyzeshe web
site but alsocouldresultin alossof revenuestream.

Studiesand researchin web usagemining have ad-
dressedhesescenariosn the past. Traditionally this has
beenaccomplishedby gatheringdataon off- line statistics,
usersessionsmostvisited web pages mosttraversedweb
pathsetc [3], [4]. Our paperaddressea more ambitious
goal: that of identifying and classifying the visited web
sites, traversedweb pathsin real-time. At the Computer
ScienceDepartmentRensselaePolytechniclnstitute, we
have built atool W, , thataddressetheseissues.

Wﬁve hasbeendevelopedan opensourcesoftwareim-
plementedn C with botha consoleandGNOME interface.
While monitoringreal-timeeventsof website usagdt also
providesadviceaswell asan instantwarning mechanism
to web managers.Thesefeaturesare extremely useful es-
peciallyin preventingdenialof serviceattacksby knowing
the load on web pages(explainedlaterin the paper). Our
systemalsolays the foundationfor future developmentgo
enhancehe existing framework.

2 Previous Work

Webusageminingis theproces®f studyinganddiscov-
eringwebuserbehaior fromweblog data.Usuallytheweb
log datacollectionis doneover a long periodof time (one
day, onemonth,oneyear, etc). Later, threesteps,namely
preprocessingpatterndiscoseryandpatternanalysig5] are
carriedout. Preprocessing the techniqueof transforming
theraw datainto a usabledatamodel. The patterndiscov-
ery stepusesseveral datamining algorithmsto extractthe
userpatternsFinally, patternanalysisevealsusefulandin-
terestinguserpatternsaandtrends.Thesestepsarenormally
executedaftertheweblog datais collected.

Wﬁve extractsandanalysesiserpatternsn real-time,as
the web log datais collected. Several commercialappli-
cations,suchasKantara[6], Deepmetrix[7], ClickTracks
[8] and CacheFlav [9], have implementedreal-time fea-
turesto reportusersessions.Kantaramonitorsandtracks



theusersasthey accessheweb pages.Visitor Intelligence
from DeepMetrixusesreal-time processingo updatethe
businesametricsto identify businesgrends. The web site
canbe modi ed to improve thosebusinesametrics. Click-
Tracksis installedin webpagedo seeuserpatternsFinally
CacheFlav Reportergenerated)ser Network Trafc, Se-
curity and Top Ten summarieReportsfrom weblog data.
CacheFlay hasalsoreal-timemonitoringfeaturesInterest-
ing work hasalsobeendonefor distributedreal-timeweb
usagemining [11] for frequentbehaior patternsWﬁVe not
only reportsuserpatternsusing LOGML (standard<ML
application),it alsovisualizesuserpatterns(usersessions
web graph). Wﬁve is designedor researctpurposesandit
is anopensourceapplication.

3 Realization of the System
Wﬁve is realizedasa setof opensourcetools. Its core
componentareasfollows.

w3ld: TheWﬁve daemoracceptextendedog le en-

triesasthey aregeneratedndbuilds thestructuresle-
scribingthe currentstateof thewebsener.

w3lc: TheWﬁve clientis a consoleprogramfor com-
municatingwith w3ld.

w3live: w3live is a GNOME graphicalinterfacepro-
viding easieraccesgo the core featuresof Wﬁve as
well asproviding visualizationof webusergraphs.

Figure 1 describeghe systemarchitectu re.Wﬁve reads

websenerlogsin theextendedog le format[1].
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Building on previouswork, GraphRck[10] andWWW-
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Figure 2. Graph of user clicks through website

3.1 Example Analysis

TheWﬁVe softwareattemptgo giveinsightinto how web
usersareusingawebsiteandtherelationshipdetweersite
structureandsuccesén nding information.

The web site of the departmentof computer sci-
ence at RensselaerPolytechnic Institute senes as an
example for studying real-time web usage. The site
http://www.cs.rpi.edusenes approximately 100 requests
per minute during daytimeactivity. It primarily senesas
spacefor computersciencefaculty and studentsto sene
classinformation,researctandpersonainformation.

w5l edu/ ~temtanay/ doF-fals7/ oracle/zalcmd_meru. htm!
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Figure 3. User Search Path
ThroughWﬁVe webusergraphvisualizationwe areable
to notevarioussearchpatternsandjudgethe effectiveness
of thesitestructure.

Figure 3 illustratesa usersearchpath generatedusing
Wﬁve . A popularsearchenginehasimpreciselyreferred
the userto the site and hasleft the userto performfurther
search.A Web Managerpresentedvith suchinformation
will be ableto bettermold web site structureto the users
searctstyles,or designbettersearchengineshasedn how
usersarelooking for information.

Activity over a 10 minute periodis shavn in Figure4.



Figure 4. Snapshot of Site Activity

Immediatansightinto thenatureof useractiity ontheweb
site is given. The ad-hocstructureof the departmentveb
siteis immediatelyclear A WebManagemmay usesuchin-
formationin determininghesuccessr failureof theglobal
websitestructure.

Figure 5. Evolution of user paths

Figure 5 shaws the evolution of user pathsover time
(from top left to bottom right). In this analysis of
www.cs.rpi.edwover veminutesweseeseveralsmallhubs
emegingandthelack of site-widecoherencdecomingob-
vious.

4 Algorithms Used

The following algorithmsarerealizedaswﬁve , asetof
programsfor real-timeweb usageanalysis.Figure6 gives
an overview of the dataacquisitionloop, wherebylog en-
tries are processednto more meaningfulstructures. The
functions ProcessLog Entries and Terminate Expired
Usersareexpectedo run concurrently

Eachiterationbeginsby updatingagraphof nodesepre-
sentingequestedocumentndedgesepresentingherela-
tionshipbetweerareferringandtargetdocumentBuilding
on previouswork we employ the GraphRcklibrary [2] for
storageandmanipulationof graphicaldata.

Following thegraphupdatewe updatesitewide statistics
anduserstatistics. We employ WWWPal's WebLoglibrary
for thistask. It is importantto notethatthe WebLoglibrary
doesmuchmorethanis neededor ourtask,andthuswe get
aslight performancealegradationin thesesuper uouscom-
putations.Section5 furtherdescribesuchconsiderations.

In thefollowing sectionswve describealgorithmsfor dis-
coveringunusuabr perhapharmfulsite activity.

4.1 Explosive Popularity

Wherebyadenialof serviceattackmaybeconfusedvith
legitimate usage;t is worthwhile to differentiatethe good
from the badtrafc. A suddenexplosionof popularityis
likely dueto anunexpectedink from a sitewith moretraf-
c. We would thereforelike to determineif a singledoc-
umentis recevving an abnormalamountof trafc. Sudden
explosive popularitymayoverloadawebsenerandcauset
to stoprespondingEarly detectiorwould allow sometime
for a WebManagetrto rerouterequestso anothersener, or
allow for ascaleddown versionof adocumento besened.

We assumedocumentpopularityis governedby a Zipf
distribution [12]. Eachdocumentrequesteds assignecda
valuerepresentingts load.

Letd bethecurrentdocumentaindt betherequestount.
The function Itime (d) indicatesthe last time documentd
wasrequested.Theload ™ of documentd at iterationt is
computedasfollows

v 1(d)
ltime(d)) + 1 @)
In orderto seeif " (d) representaormaltraf c wewould

like to compardt againsta Zipf (powerlaw) distribution of
loadaveragesitewide. To do this we measure¢hedistance

(d) = 1+ (now



Procesd.og Entries
while(gwtry: ReadNext Log Entry)
entrydata= extract log entry data(entry)
Lock Data(mutex)

updat8webgraph(entrydata)
referrer= nd nodeentry data.referer)
if (referer notin graph)
referrer = createnode
entrydata.referrerURL)

target= nd node(entry data.taget)
if (target notin graph)
target = createnode(entry data.taget)

o) edge= nd edgdrefeer,target)
if (edge notfound)
edee = createedgdreferer,target)

update node(target entry data)
update load averaggtarget)

update edgdedge,entrydata)
update graph load averagg
target.loadAverage)

o(1) updat@user statgentry data)
user= nd user(entrydata.addesy
if (usernotfound)
user= new user(entry data)

o(1) update user statguserentrydata)
update user load averagguser,
entrydata)
update site load average
userloadAverage)

Unlock Data(mutex)

test f08events()
if((graph.loadAg
threshold graph.StdDev)
target.loadArg < 0)
ALER T!(useris hoggingbandwidth)

o

threshold site StdDev)
requestate< 0)

ALER T!(currenttargetis receving
abnormallyheavily load)

g if((siterequestate

Terminate Expired Users
while(1) 8

wait USERTIMEOUT seconds

5 Lock Data(mute)
for eachuserin thelist of uses

if last accesgime(usel) >
o(1) USERTIMEOUT)
terminate(user

Unlock Data(mutex)

O(juses))

Figure 6. Statistics Updating Loop with Time
Comple xity Overview

from the currentloadaverage, (d), to thegreatestoad av-
erage, (dmax), andcomparet to anaverageload average,
representetby the logarithmicdifferencebetweenthe max
loadaverage (dmax) andthemin loadaverage (dpyin)-

“(d) “(dmax) 1
log ——~ ~~hav - =
og\(d ) (@A) (2)

Givenathreshold , we maysay ((d) representsxplo-
sive popularityif “(d) is morethan % timesthe slopeof
thepowerlaw curve furtherfrom thelargest normalusage'
loadaverage

In the next sectionwe nd thatexplosive popularityand
denial of serviceattacksmay be confused.One shouldbe
givenexplicit precedencever the othersothatatriggered
alarmwill be mutuallyexclusive amongthetwo.

> log

4.2 Denial of Serwvice Monitoring

An averagedenial of serviceattack on a web sener
will be detectedby a suddenoverpavering ood of re-
guests. Commonlytheserequestomefrom an array of
machinesunningsynchronizeghrogramsvhoseob is sim-
ply to make requests.

We would lik e to examinethe temporalspacingoetween
requests We assumea Zipf distribution andlook for spots
whenthe spacebetweerrequestss abnormallysmall.

Let ¢, representhetime of arequesiatiterationt. The
minimum length of time betweenperceved requestsde-
pendson the maximumbetweerhow quickly aweb sener
cangeneratdog le entriesandhow quickly asingleentry
can be processed.The representatiomf ¢; shouldre ect
thisminimumtime in accurag. It is likely thatsecondswill
betoo large,andmillisecondswill besufcient.

In orderto tell if anunusuakequestateis occurringwe
maylook at perturbatiorin thelog-log slopeof occurrences
of timesbetweerrequestslt will besufcient to countonly
theoccurrencesf theminimumandmaximumof timesbe-
tweenrequests.

For = ¢ & 1,let p, betheminimum ¢, and

max be the maximum . Given O( ), the occurrence
countfor  welook for instancesvhere

1
< log - (3)
( min) min
In situationswvhereEquation3 aretruefor agiven , and
Equation2 arefalse,it may be saidthata denialof service
attackis in progressandappropriateactionmaybetaken.

5 Performanceof the System

The Wﬁve softwareis testedfor performanceand com-
parisonagainstthe statedalgorithms. For easeof imple-
mentationthe statedalgorithmsare not followed explicitly.
We shaw divergencebetweerpossibleiime compleity and

realtestingandexplain how the systemmaybetuned.
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Figure 7. Log Parsing given as time to com-
plete nlog lines on a logarithmic scale.

As log entriesareread,we must rst parsethedataback
out of string format. Figure 7 shaws the time requiredto
computen entrieson a logarithmicscale. Log processing
on awhole haslinearcomplexity while the processingf a
singleentryis O(1).

70 -
+

Graph Update Time (milliseconds)

Requests

Figure 8. Time in milliseconds for web graph
update for each request

Figure 8 shows the time in millisecondsto updatethe
webgraphateachiteration. Thestrati cation in Figure8is
attributedto the varying casesvherebyary combinationof
addinga new target node,addinga new referrernodeand
addinga newv edgemayoccut Further theinitial clustering
of datapointsbetweem0 and50 millisecondsis attributed
to the necessityof eachrequestesultingin the additionof
new nodesandedges.

Figure 9 shows the time in millisecondsto updatethe
site and user statistics. It is importantto note that more
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Statistics U pdate Time (milliseconds)

il i e SRR R ALY

L ' ' 4
0 2000 4000 8000 8000 10000
Requests

Figure 9. Statistic Update Times With Con-
stantl y Increasing Number of Users
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Figure 10. Statistic Update Times With a Con-
stant 100 Users

and more usersand documentsare being addedas more
and more requestsare beingmadeandthusthe complei-
tiesbeingrepresentedrea function of requesicount,user
list countanddocumentist count.

Thelinearcompleity representshe vastmajority of re-
guests. The linearity is producedby scansover the list of
userspothassearcheandscanningor usersvhoarelikely
to have nished their sessions.

The O(1) compleity representde transfererrors,user
requestsiotof typeGET or unrecwerabldog entryanoma-
lies. In eachof thesecasesminimal statisticalupdatingis
performed.

The higher stratum representsa worst case of
O(jusersj?) compleity occurringwhena users sessioris
terminated. The list of usersis scannedon occasionfor
users whosesessionsave expired. If a sessionis found



to be stale,they areremovedfrom alist, requiringanother
scanthroughthe list of users. This is the price payedfor
building ontop of anoff-line mining packageandfallsinto
theclassof neededmprovements.

Figure 10 representghe time compleity for updating
statisticswith a constantbaseof 100users.In this casethe
lineartime compleity is attributedto the growing number
of documentdeingtrackedasthewebgraph.Therelatively
slow growth is notnoticeablen Figure9 asit is dominated
by theincreasinglif culty of usermanagemerdagsmoreand
moreusersareadded.
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Figure 11. Times for Building the List of Active
Users

When studyingweb usage,perhapsthe most common
taskis to request list of currentlyactive users.Figure1l
shavs the numberof active userson a sener versusthe
numberof millisecondsneededo compilethelist of users
andrespond.We seethat compiling the list is O(jusersj)
asexpectedor suchatask.

6 Conclusion

This paperpresents systentor ef cient real-timemon-
itoring of websites. The advantage®f this systemare:

It is anopensourcesystem.

It is easily extendibleto include monitoring of new
events.

It providesareal-timevisualizationof userbehaior.
It providesadwancewarningsof denial of serviceat-
tacks.

Futureresearchwill focuson furtherimproving the ef-
ciency of webloglibrary. We are also planningon en-
hancingWﬁVe systemto capturethe semanticof the vis-
ited structuresn real-time. Semantidnformationsuchas

commonkeywords,geographidocationandexternalrefer
erswill helpto offer moreaccurateadvancewarningsand
improve visualization. It will alsolay the foundationfor
future semantiovebmining research.
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