Discovering Intimate Partner Violence from Web Search History

Anis Zaman¹, Henry Kautz², Vincent Silenzio³, Md. Ehsan Hoque⁴, Corey Nichols-Hadeed⁵, Catherine Cerulli⁶

¹Computer Science Department, University of Rochester, United States
²School of Medicine and Dentistry, University of Rochester, United States
³Department of Urban-Global Public Health, Rutgers University, United States
⁴Department of Psychiatry, University of Rochester Medical Center, United States

Abstract

Intimate partner violence is a public health problem with increasing prevalence and harmful influence to both individuals and society. Automated screening for intimate partner violence is still an unsolved problem in academic research and practical applications. Current detection methods use self-reporting scales and in-person interviews, which are laborious, expensive, and often lack precision and sensitivity, making it essential to develop new approaches. This paper proposes a scalable and lightweight ubiquitous screening technique, validated via ground truth data collected through self-assessment survey, for detecting signs of intimate partner violence by analyzing individual-level Google search histories. Initial analysis shows that there are temporal, textual, contextual differences in search behavior between individuals who have/haven’t experienced intimate partner violence. Using these differentiating signals, we were able to build a model that can detect violence in intimate relationships with an F1 score of 0.80. Though preliminary, we hope our findings pave the way for the AI community to address this important public health problem.

Keywords: Public health, Intimate partner violence, Online search history, Ubiquitous sensing from search engine logs

1. Introduction

Intimate partner violence (IPV) is a major public health problem with serious consequences for victims’ physical and mental health. There have been numerous research studies focused on the prevalence of IPV [1, 2, 3, 4, 5, 6, 7, 8] and its influence on mental health [9, 10, 11, 12, 13, 14]. A study in 2002 showed that 10% to 52% of women from all over the world had experienced physical violence by an intimate partner, and 10% to 30% of them had been sexually abused by an intimate partner at some point in their lives [15]. According to a World Health Organization (WHO) study in 2006, this number is rising, with up to 71% of ever-partnered women have reported experiencing IPV [16]. Every minute nearly 20 people are physically abused by an intimate partner in the United States and both men (1 in 7) and women (1 in 4) experience severe physical violence by an intimate partner during their lifetime [17].

Despite such high prevalence of IPV, the development of detection and screening tools is difficult due to the unclear definition of IPV and how it is recognized in different cultures. Most frequently, married heterosexual women are studied primarily for signs of physical violence [18]. Violence can be physical, emotional, and/or sexual, and individuals with different gender and sexual orientation can be victims or perpetrators. For instance, prior research demonstrated that both men and women perpetrate IPV at near-equal rates [19, 20]. While these rates seem similar, there are differences in motivations, such as self-defense, and levels of injury and death. Violence is prevalent in gay male and lesbian relationships with rates comparable to heterosexual relationships [21, 22]. In addition, the psychological abuse aspect of violence is often overlooked in different cultures when interpreting IPV. Furthermore, due to the stigma of being labeled as “victims” or “perpetrators”, people tend to hide information about their situation.
during interviews or self-report scales [23]. For example, Latina women are more likely to experience IPV for longer period of time and due to the cultural pressure to remain in a violent relationship, and may choose to avoid exposing their IPV situation [24].

In addition, victims of IPV can suffer from various chronic conditions and acute complications, such as paranoia, stress, recurring pain, post-traumatic stress disorder (PTSD), depression, alcohol and drug abuse, suicide ideation, and being the victim of stalking [7, 5, 3, 25, 26, 27, 28, 29].

Designing interventions to limit each of the adverse effects of IPV will not be sufficient to ameliorate the situation. Instead, more emphasis is needed on identifying and addressing early stage IPV situations. Possible venues in which to implement such tools include healthcare settings, counseling services, social service agencies, and legal and criminal justice services.

In this paper we investigate observable textual and contextual signatures related to IPV conditions using both individual level Google search histories and answers to a validated IPV assessment survey. For search queries, as opposed to other uses of digital media, users are less likely to self-select or face the same temptations to self-censor, and there is no fear of the social stigma associated with expressing IPV. The nature and volume of search queries also provide temporal behavioral information about a user. Prior researchers have analyzed search logs of large aggregate populations using Google Trends [30, 31]; however no prior work explored the prevalence of signs of IPV in search history.

In summary, given the shortcomings of current IPV detection instruments and approaches, we propose a new screening method based on individual level search history. Our contributions are: (i) IPV has rarely been addressed in the AI literature; (ii) introducing a novel approach for detecting IPV and relationship distress using web search history instead of traditional self-rating scales or interviews; (iii) in addition to maintaining user anonymity and privacy, to the best of our knowledge, we are the first to explore such a screening tool; (iv) the proposed method is scalable, lightweight and can be deployed at any location to use immediately available web search history data to provide instantly actionable interventions.

2. Related Work

IPV is a complex phenomenon related to an array of contributing factors associated with cultural and social norms, financial and interpersonal stressors, environmental experiences, etc. [32]. In addition to the physical injury and illness that can result from IPV, it is also commonly associated with various mental health outcomes [33].

A data source that is quite popular among researchers is search engine logs from Google Trends [34]. However, data from Google Trends is population level and researchers have leveraged this to build predictive models for accessing various mental and physical health conditions. For example, early diagnosis of lung carcinoma [35], detecting neurodegenerative disorders [36], surveillance of influenza outbreaks [37, 38]; monitoring toxicological outbreaks [39]; identifying seasonality in seeking mental health services [30]; and monitoring suicide related terms to help predict rates of self-injury and death within the population [40]. Unlike the previous works, researchers [41] have used individual level search history to detect incidence of low self-esteem among college students. Another study [42] showed that mouse tracking on search engine can detect users at early states of Parkinson’s disease.

Another type of data most closely related to the data used in our study is social media data. Social media platforms have become an avenue for health personnel to reach out to populations at risk to mitigate the crisis situation [43]. It is important to note that digital technologies such as online platforms occupy an important position in the IPV ecosystem [44]. In particular, prior work shows that abusers use technology to impact survivors even after separation [45, 46]. To address this, researchers have proposed various privacy and security preserving technologies for IPV survivors [47]. Fahdah et al. presented a comprehensive review of how digital platforms can be used to collect data for tackling public health related problems [48]. To better understand IPV, researchers have conducted studies where they used social media platforms, such as Facebook, to recruit participants [49]. Watkins et al. recruited participants through online platforms and have proposed scales to measure aggression and violence in intimate partner relationships [50]. Despite these efforts, there are significant challenges in trying to detect abuse on digital platforms. In particular, recognizing abuse on popular social platforms is often subtle and may only be noticeable to the victim [46]. Rabin et al. provided comprehensive review of the existing IPV screening techniques [51]. Existing screening methodologies include computer-assisted self-administered, self-administered written method, and face-to-face interview sessions designed for people from different background [52, 53, 54, 55]. All of the above screening methods
are laborious, slow, require human supervision, and come with the fear of being stigmatized. None of these studies considered interactions in digital platforms as a way to screen potential IPV.

3. Data

We adapted the data collection process for this work from [41]. This study was reviewed and approved by our Institutional Review Board. Data were collected during a 6-month recruitment period from three different locations, namely a college campus, an out-patient behavioral clinic of a reputed hospital, and a local Family Court\(^1\) to investigate how online services such as Google’s search engine can be used to detect signs of IPV. As described below, we developed a Human Subjects Review Board-approved, cloud-based application to document the subjects’ informed consent to participate in the study, download and anonymize their search histories, and link anonymized histories to corresponding survey responses.

3.1. Recruitment Procedure

Participation was voluntary and the wording of our study advertisements and consent materials were very generic, along the lines of “help us learn about health using online data”, without specific mention of IPV. This was done to limit participation bias, although we acknowledge that it is virtually impossible to completely eliminate it.

In total, 96 individuals expressed interest in taking part in the study. However, only 56 qualified to take part, representing a 58% participation rate, because one had to be at least 18 years old, able to read and write in English, and have an active Google services account. This rate is consistent with our research team’s prior experiences of gathering such proprietary, sensitive data, and the fact that 42% either declined or did not qualify to participate was

\(^1\)A place where hearings related to Family Law take place. In order to capture as diverse population as possible, we opted to select for these three locations. For example, divorce, orders of protection, guardianship, child custody, etc.
Table 1: Participant demographics ($N = 56$)

<table>
<thead>
<tr>
<th>Demographic Variable</th>
<th>Value</th>
</tr>
</thead>
<tbody>
<tr>
<td><strong>Age</strong></td>
<td>35.15 (mean) ($\sigma = 9.13$)</td>
</tr>
<tr>
<td><strong>Gender</strong></td>
<td></td>
</tr>
<tr>
<td>Male</td>
<td>49% (24)</td>
</tr>
<tr>
<td>Female</td>
<td>51% (25)</td>
</tr>
<tr>
<td><strong>Sexual Orientation</strong></td>
<td></td>
</tr>
<tr>
<td>Heterosexual</td>
<td>66.1% (37)</td>
</tr>
<tr>
<td>Bisexual</td>
<td>17.9% (10)</td>
</tr>
<tr>
<td>Homosexual</td>
<td>12.5% (7)</td>
</tr>
<tr>
<td>Other</td>
<td>3.6% (2)</td>
</tr>
<tr>
<td><strong>Race</strong></td>
<td></td>
</tr>
<tr>
<td>American Indian</td>
<td>1.8% (1)</td>
</tr>
<tr>
<td>White</td>
<td>55.4% (31)</td>
</tr>
<tr>
<td>Black or African American</td>
<td>28.6% (16)</td>
</tr>
<tr>
<td>Other</td>
<td>14.3% (8)</td>
</tr>
<tr>
<td><strong>Marital Status</strong></td>
<td></td>
</tr>
<tr>
<td>Single</td>
<td>53.6% (30)</td>
</tr>
<tr>
<td>Married</td>
<td>32.1% (18)</td>
</tr>
<tr>
<td>Divorced</td>
<td>14.3% (8)</td>
</tr>
<tr>
<td><strong>Recruitment Sites</strong></td>
<td></td>
</tr>
<tr>
<td>Family Court</td>
<td>41% (23)</td>
</tr>
<tr>
<td>Clinic</td>
<td>36% (20)</td>
</tr>
<tr>
<td>On-campus</td>
<td>23% (13)</td>
</tr>
</tbody>
</table>

not unexpected. The most common reason given for declining to participate for recruitment in Family Court was anxiety about sharing personal information. By contrast, few potential subjects at the clinic recruitment site expressed such anxiety, so the most common reason for non-participation was lack of a Google account (i.e. Gmail account). All of the respondents to the advertisement for the campus study were willing and able to participate. Qualified participants were compensated with $10 for taking part in the study.

3.2. Google Search History Download Process

We leveraged the data collection pipeline pioneered by [41]. There are two parts to the data collection process (see Fig. 1). First, a study recruiter asked participants to enter their Google login credentials into a web-based app running on a tablet. Second, study participants were asked to take the Promote Health survey, a brief self-assessment online questionnaire developed and used in previous studies by our research team. Table 1 presents a summary of the participants in the pilot study.

Recently, Google launched a platform called Google Takeout\(^2\) that enables anyone with a Google account to access his or her entire personal search history data at anytime, for free. To make life easy, Google consolidates the entire online search history from different devices (mobile & desktop) and browsers and make it available through Google Takeout. Using the Google Oauth authentication protocol, participants authorized our search download application to access their search history data. Once a user authorized the application to obtain a copy of the search history, a one-time log in authorization was used to automatically transfer the search data from the user’s Google drive to a secured server in the cloud.

Before any data were transferred from the cloud and given to the research team to store as part of this study, the data were fully de-identified via Google’s Cloud Data Loss Prevention (DLP) API to assure removal of personally identifying information. The API scans for personal identifiers such as names, addresses, phone numbers, etc., that can potentially identify individual study participants, and this information was automatically removed from the search history data prior to being transferred to the research team and saved as research data.

\(^2\)https://takeout.google.com/settings/takeout
During the survey process, participants did not provide their names, but instead entered a random ID number (specific to each user) that was used to link their responses to their search history data. To assure confidentiality, no records connecting subject names to ID numbers were compiled or maintained. Once the search history data was successfully de-identified and transferred to the research team, the one-time log in authorization credentials were permanently deleted from the tablet device and our servers. The research team was then no longer able to use this authorization token to access any of the participant’s online data again. Fig. 1 presents the entire data collection process.

3.3. The Promote Health Survey

Promote Health is a computer assisted survey instrument (CASI), designed at a fifth grade reading level. It was used to collect ground truth data about the participants. In addition to collecting age, gender, mental and sexual health measures, and demographic information, it includes the following three scales to score the presence of IPV: (i) the George Washington University Universal Violence Prevention Screening Protocol (UVPSP): a screening tool for physical violence, threat of violence, sexual violence, and emotional violence in the past year. A positive response to any question yields a positive screen for IPV [56]; (ii) the Computer Based IPV Questionnaire (CIPVQ), list of four questions used to recognize if the subject is the IPV perpetrator in the relationship; and (iii) the Danger Assessment (DA) questionnaire, used to detect if an individual was threatened by intimate partner in the form of physical, psychological and sexual over the past year, and measures the danger level of the abuse and any form of violence [57].

In addition, IPV has many mental health consequences including depression, anxiety, substance abuse, low self-esteem, etc. [58, 59, 60, 61, 62]. Tackling all of these mental health conditions and their association to IPV is beyond the scope of this paper. However, prior research showed that there is high prevalence of low self-esteem among IPV victims [63, 64] which may lead to a vicious cycle where victims with low self-esteem are less likely to take steps to come out of an abusive relationship [65, 66]. This motivated us to ask questions for accessing self-esteem of an individual via the Rosenberg self-esteem (ROS) [67] scale. The 30 point ROS scale is a commonly used tool to quantify levels of self-esteem among young adults [68]. A ROS score of below 15 suggests prevalence of low self-esteem. Although we did not use the self-esteem information for building our IPV model, we noticed that the distribution of ROS score varied significantly between IPV and NIPV individuals.

3.4. Identifying Intimate Partner Violence (IPV)

Subjects were defined as having experienced IPV based on their responses to a series of questions adapted from the UVPSP, CIPVQ, and DA questionnaires. In order to capture temporal context, we prefixed each of these questions with the following text: Over the last 15 months, how often have you experienced any of the following? In total there were 30 questions and the number of “Yes” answer to these questions was used to measure the extent of the presence of IPV. For the scope of this work, single “Yes” answer to any of the questions is used to label the participant as having experienced IPV. Greater the number of “Yes” higher the extent of IPV, however we did not explore the degree of IPV in the work. Based on these criteria, 24 out of 56 participants were found to have some form of abuse and experience violence in their relationships, and the remaining 32 subjects had no sign of IPV (NIPV).

3.5. Data Breakdown

Before any analysis and modeling, we separate the dataset into two parts, namely analysis set and test set. In order to align with the survey questions timeline, we considered only the most recent 15 months of online data for this study. For the IPV detection task, the analysis set consisted of data from 34 participants while there were 22 subjects in the test set. This is illustrated in Table 2.

4. Observation

By analyzing the Promote Health Survey [69] responses, in particular the ROS scale, we observed that the overall distribution of self-esteem score was distinctly different between individuals with and without IPV. The affect of abusive life experiences and relationships on one’s self-esteem has been well studied by the community [70, 71, 72]. Based on the survey responses, we found that the median self-esteem score of individuals with IPV was 9 where as
Table 2: Search dataset breakdown. Prior to any analysis, we separated 60% of the data for training and roughly 30% as the test set. Given the small dataset, we allocated 2/3 of IPV participants for training and 1/3 for testing the models.

<table>
<thead>
<tr>
<th>N = 56</th>
<th>Analysis or Train Set</th>
<th>Test Set</th>
</tr>
</thead>
<tbody>
<tr>
<td>Intimate Partner Violence (IPV)</td>
<td>16</td>
<td>8</td>
</tr>
<tr>
<td>No Intimate Partner Violence (NIPV)</td>
<td>18</td>
<td>14</td>
</tr>
<tr>
<td>Total</td>
<td>34</td>
<td>22</td>
</tr>
</tbody>
</table>

Figure 2: Comparison of self-esteem score between victims of IPV and NIPV. Score < 15 implies evidence of low self-esteem (a) Distribution of self-esteem score among victims of IPV. Their median self-esteem score is 9 which is less than the threshold score of 15. (b) Distribution of self-esteem score among the NIPV individuals, their median self-esteem score is 20 which is within the normal range (15 to 25 is normal, > 25 represents high self-esteem.)

the median score was 20 for NIPV individuals, see Fig. 2. One possible explanation for the high prevalence of low self-esteem among the IPV individuals can be that their emotions and judgements are predominantly engulfed by feelings of self-doubt and fear which may have resulted from years of abusive relationship.

Since Google search phrases are short and recorded in the moment they are good indicators of what may be going through an individual’s mind at an instant of time. We identify distinctive search characteristics and behaviors between IPV and NIPV participants from the perspective of 1) linguistic attributes of the search queries, 2) search times, and 3) the categories and content of search queries.

4.1. Differentiating linguistic attributes in search logs

Previous researchers have performed psycholinguistic analysis on text data to uncover signals of abuse (emotional, sexual, or physical) and domestic violence using the Linguistic Inquiry and Word Count (LIWC) toolkit [73, 74, 75]. LIWC is a text analysis software package that outputs the proportion of words in a given text that fall into one or more of over 80 linguistic categories (such as prepositions, adverbs, first-person singular pronouns, and conjunctions), psychological (happy, anger, achievement, etc.), and topical (leisure, money, etc.) [76].

The search phrases for each IPV subject from the analysis set were analyzed using LIWC, and the output for each subject was a 92-dimension vector. The result can be treated as a table with 16 rows and 92 columns. A similar procedure was repeated for all participants with NIPV condition, resulting in a table with 18 rows and 92 columns.

Next, we explored whether there were any statistically significant LIWC categories between the two populations. We analyzed the LIWC variables from the IPV and NIPV groups using the Mann–Whitney U test [77]. We found 12 LIWC attributes that were statistically significantly different (with p-value < 0.05) between participants with IPV and NIPV, as shown in Fig. 3.

During our analysis we found that individuals with IPV had elevated usage of words related to linguistic variables that capture emotions such as sadness (sad) and cognitive processing (cognitive processes). This supports previously established findings, where researchers have shown that LIWC attributes scores related to cognition(psychological...
and emotions were higher (in terms of how they express themselves) for people exposed to violence and abuse [74]. Prevalence of pronouns in text can provide interesting insights about one’s personality and thought patterns [78]. On analyzing the search histories, we observed that the pronoun and i category scores were statistically significantly higher for victims of IPV than NIPV. Prior research showed that increased use of first-person singular pronouns is associated with depression, a condition that IPV victims are likely to be living with [79].

Unlike other popular data sources such as social media, blogs, and interviews that are commonly analyzed using LIWC toolkit, search history data have the major advantage in that when someone searches, there is no fear of any judgment and stigma, and that what he/she is typing reflects his or her state of mind at that moment.

### 4.2. Differences in search activity times

Since every search query is time tagged in the data provided by Takeout, we were able to explore whether potential differences might exist between IPV and NIPV subjects. We observed that individuals with IPV were more active (i.e. made more Google searches) on the internet on certain days of the week compared to individuals with NIPV. For instance, during weekends, individuals with IPV search more than individuals with NIPV, as shown in Fig. 4(b). We also observed that between 2pm and midnight, the distribution of search volume was reversed between individuals with and without IPV, as shown in Fig. 4(a). From 2pm to 5pm, the volume of Google searches is higher for the NIPV population, and from 5pm to midnight it decreases and then gradually increases. Among IPV participants however, this searching behavior was reversed compared to those with NIPV. In addition, the overall number of search queries
Table 3: Search Categories that were statistically significantly different IPV and NIPV subjects. Mann-Whitney U test was done to compute the respective p-values

<table>
<thead>
<tr>
<th>Search Category</th>
<th>p value (following Mann-Whitney U test)</th>
</tr>
</thead>
<tbody>
<tr>
<td>Home &amp; Gardening</td>
<td>0.035</td>
</tr>
<tr>
<td>Health</td>
<td>0.026</td>
</tr>
<tr>
<td>Online Communities</td>
<td>0.002</td>
</tr>
<tr>
<td>Sensitive Subjects</td>
<td>0.030</td>
</tr>
<tr>
<td>Science</td>
<td>0.041</td>
</tr>
<tr>
<td>Adult</td>
<td>0.039</td>
</tr>
<tr>
<td>Real Estate</td>
<td>0.017</td>
</tr>
<tr>
<td>References</td>
<td>0.028</td>
</tr>
</tbody>
</table>

among NIPV participants peaked during the beginning through midweek, and declined on weekend days. Among participants with IPV, however, we found a sharp decline after the midweek, and a brisk resurgence in search activity over the weekend.

This pattern represents an interesting finding. Should additional research confirm the validity of the finding, it raises intriguing questions as to potential explanations and interpretations. For example, it could be proposed that individuals who experience IPV are not able to engage in online activities at the same times as NIPV individuals. Regardless of the underlying mechanism that might produce such a pattern, if further research confirms this preliminary finding, it would offer a potentially important signal in models for IPV classification.

4.3. Differences in search categories

Using the content classification feature of the Google Cloud NLP API we were able to classify the search queries of participating subjects. The API returns a hierarchical category label for every search query. We treat the broad category within the hierarchy as the ‘category’ label for the query. For instance, for a query q, if the label from the API is “Arts & Entertainment/Humor/Funny Pictures & Videos”, we consider “Arts & Entertainment” as the category for q. A comprehensive list of all the categories can be found here.

4.4. Rationale for using the Google NLP API

We did not adapt data-driven topic modeling to label the search logs because we want an unified set of topics that can be applied to consistently label and compare searches from all individuals. Consider two searches, “how to garnish salad” (s1) and “Texas BBQ recipe” (s2). Google API will classify both as Food whereas data-driven topic modeling may put these in two different clusters.

In total, there were 27 such broad categories. We observed that, at any time of the day, individuals exposed to IPV condition had more searches relating to Home & Gardening, Arts & Entertainment, Hobbies, and Electronic Gadgets, and References but fewer searches related to Finance, Adult, and Community/Societal Matters. Table 3 presents the categories that were statistically significantly different (Mann–Whitney U test with \( p < 0.05 \)) between the IPV and NIPV population.

We found that victims of IPV more frequently search about topics related to References, Home & Gardening, Real Estate, Electronics, etc. From the survey responses we found that individuals with IPV condition had low self-esteem (median score < 15) when compared with someone with NIPV. It is arguable, but one plausible explanation can be that individuals with low self-esteem constantly feel insecure about things around them and are more reliant on search engines to seek reassurance about everyday things such school, office works, etc. We think that this may be, at least in part, a reflection of individual search acts as a form of validation. Prior work has shown that individuals with high self-esteem do not need continual validation [80].

On the contrary, our analysis showed that victims of IPV had fewer number of searches related to Adult, Finances, Community and Social matters. A potential explanation for fewer number of Adult related searches among the victims.

\(^3\)https://cloud.google.com/natural-language/docs/classifying-textt
\(^4\)https://cloud.google.com/natural-language/docs/categories
of IPV can be that partners may feel drained out because of the never ending conflicts in the relationship. Eventually, persistence of this situation for longer period of time may make them lose interest in their respective significant others and stop seeking intimacy. In addition, if someone is going through sexual abuse, especially those who do not realize that he/she is a victim, it may be less likely for him/her to search about contents related to sex. For someone who recognize sexual abuse in the relationship, he/she may want to hide the situation due to shame and stigma associated to this issue. However, we acknowledge that in a large sample size sex-related searchers may be more prevalent among IPV victims.

Lack of financial independence, social support and outside social activities can be some of the potential circumstances associated to abusive relationship [81, 82, 83]. Victims may often feel paranoid, isolated, and compelled to stay indoor; hence, it may not be surprising that they can seek help from the internet for ways to feel more secure at home and outside. In particular, during our analysis we observed frequent occurrences of alarming search queries such as, “change home computer password”, “kids mother abusing us”, “how to change locks without telling bf”, and “signs husband cheating”.

5. Modeling & Results

For the IPV detection task, we ask the question: Given the search logs of an individual, can we identify whether the person is in an abusive relationship? Following from the previous section, we have engineered 12 linguistic features (Fig. 3) and 8 search categories features (Table 3). For the classification task, we trained a Logistic Regression (LR) and Support Vector Machine (SVM). Prior to training, we have separated search logs from 22 individuals (8 IPV and 14 NIPV) as test set and trained the models on data from 34 individuals (16 IPV and 18 NIPV). We did not employ a decision tree based classifiers because they are prone to over-fit, especially since our data-set is small.

The performance of the IPV detection classifier on the test set is presented in Fig. 5. We considered F1 score as the metric to evaluate the models performance. Overall, we observed SVM, with F1 score of 0.80 (Fig.5 (b)), performed better than LR, with F1 score of 0.66, for the classification task. SVM maximizes the margin between the two classes whereas LR tries to fit a hyper-plane that best fit the training data. Our findings suggested that features

\[ F1 = \text{harmonic mean of precision and recall} = \frac{2 \times \text{precision} \times \text{recall}}{\text{precision} + \text{recall}} \]

<table>
<thead>
<tr>
<th></th>
<th>NIPV</th>
<th>IPv</th>
<th>Macro Avg</th>
</tr>
</thead>
<tbody>
<tr>
<td>precision</td>
<td>0.71 (LR)</td>
<td>0.50 (LR)</td>
<td>0.61 (LR)</td>
</tr>
<tr>
<td>recall</td>
<td>0.79 (LR)</td>
<td>0.62 (LR)</td>
<td>0.71 (LR)</td>
</tr>
<tr>
<td>f1-score</td>
<td>0.71 (LR)</td>
<td>0.50 (LR)</td>
<td>0.71 (LR)</td>
</tr>
</tbody>
</table>

(a) Using LIWC attributes as features

<table>
<thead>
<tr>
<th></th>
<th>NIPV</th>
<th>IPv</th>
<th>Macro Avg</th>
</tr>
</thead>
<tbody>
<tr>
<td>precision</td>
<td>0.77 (LR)</td>
<td>0.56 (LR)</td>
<td>0.66 (LR)</td>
</tr>
<tr>
<td>recall</td>
<td>0.86 (LR)</td>
<td>0.75 (LR)</td>
<td>0.80 (LR)</td>
</tr>
<tr>
<td>f1-score</td>
<td>0.74 (LR)</td>
<td>0.59 (LR)</td>
<td>0.66 (LR)</td>
</tr>
</tbody>
</table>

(b) Using Search categories as features

Figure 5: Performance of SVM and LR on test set. (a) Features used: 12 linguistic features that were statistically significantly different among the IPV and NIPV individuals. (b) Features used: Search categories that were statistically significantly different between the two population
Based on search categories were more powerful that the features extracted using the linguistic attributes. This was evident by the fact the SVM consistently outperformed LR regardless of feature type.

We also compared the performance of the models on the test set by analyzing the confusion matrix tables presented in Fig 6. Compared to LR, SVM had fewer misclassification for the IPV detection task. When linguistic features were used (Fig 6(a)), LR made a total of 8 misclassifications whereas SVM had 6 misclassifications. On the contrary, SVM made 4 misclassifications compared to LR’s 7 when search category features were used (Fig.6(b)).

6. Discussion

Intimate partner violence is a serious public health concern that can negatively affect individuals and families, irrespective of race, age, gender, sexual orientation, or socioeconomic status. It remains one of the oldest problems confronting society. Exposure to IPV can lead to both physical and mental health related problems, including depression, low self-esteem, psychological distress, and post-traumatic stress disorder (PTSD).

While IPV is preventable, early detection is difficult. Current methods for detecting IPV by self-assessment surveys and in-person interviews are time consuming, expensive, lack precision, and are hampered by factors such as fear and stigma associated with the problem. We propose a less intrusive, cost effective, instant, scalable, and lightweight technique to screen for IPV using search engine logs and provide IPV resources to a wider population. To the best of our knowledge, we are the first to propose such a data driven empirical screening technique for detecting the presence of violence and abuse in one’s personal life.

Our analysis showed that there are statistically significant differences in searching behavior, in terms of temporal, textual (i.e. linguistic), and contextual (search categories), between individuals who have and who have not experienced IPV. Using these signals from search logs we were able to build models that can detect incidence of IPV in one’s relationship with high accuracy. The advantage of search history based screening, over the in-person interview or survey based questionnaires, is that it is scalable, lightweight, does not require human supervision, maintains anonymity, and can be readily deployed at any location, such as counseling and health care centers. Finally, our work opens a way for therapists, clinicians, care providers, and other concerned agencies to better understand potential troubling situations in their clients/patients personal life with high fidelity and accuracy far beyond the limits of traditional self-reported data. For example, knowing that a client is suspicious of his/her significant other may help a therapist to appropriately intervene at the right moment, preventing the situation from escalating further. Additionally, our findings suggest further research is needed to examine whether placing public health messaging on sites, such as home and gardening, could re-direct victims through messaging to websites that can help them navigate safety and help-seeking. Given that IPV resources are available 24 hours a day, it is possible that victims using the internet when times they feel safe will have access to the help they need.

6.1. Limitations

The major limitation of this pilot study is its limited sample size. While our findings are consistent with what might be expected based on prior, ‘traditional’ IPV research, they can not be considered definitive. However, our
results clearly underscore the need for further research, and highlight the potential contributions the AI community may bring to the field.

Secondly, traditional survey based IPV detection tools, although clinically proven and state-of-the-art, can not guarantee that a participant may (i) conceal information or choose the more socially acceptable answer rather than being honest; (ii) not be able to access themselves accurately; (iii) have grown up in different geographical location and have varying understanding and interpretation of IPV; (iv) have varying subjective interpretation of the survey questions; (v) need to recall something from the past (to answer survey questions) which may result in inaccurate response.

Thirdly, while training the IPV models we used the linguistic and search categories features individually. Incorporating both feature sets might have significantly increased the dimension of the data which could eventually negatively affect our model performance.

Finally, the most important limitation is related to the degree to which individuals engage in searching for information online. And, while this type of activity is rapidly approaching universality, the approach to composing search queries can vary substantially between individuals. Further work is necessary to determine how best to account for such differences in practice.

6.2. Practical Implication

Using our lightweight screening method for detecting evidence of IPV, we believe counseling services, mental and physical health professionals, and other relevant agencies can have capabilities to recognize clinically relevant events in their patients/clients personal lives which may not otherwise be possible.

The sensitive and subtle consequences of abusive relationship may not be easily evident during in-person interview sessions. However, analysis of search history may help identify concerns early enough in a relationship before it become more serious. It is quite possible to build a mobile application that can constantly monitor one’s daily online activities and look for markers that may identify one to someone who may be experiencing violent or troubling relationships. The application may have a dashboard that aggregates user activities and generates report that can be shared, electronically, with anyone. This app can be used to direct resources related to educating individuals and loved ones about how to identify abusive/unhealthy relationships, ways to overcome the stigma associated to IPV, how to improve quality of intimate relationships, consider self-care and how to protect oneself from abusive relationships etc.

Furthermore, a user of such an app can link his/her account with their care provider. Hence, at the time of detecting alarming signals through the search logs, appropriate medical, social, and emotional support can be offered to the individual at risk.

6.3. Privacy & Ethical Considerations

There are unique ethical dimensions related to work in this area, especially in terms of the importance of privacy and personal safety. As outlined above, we designed this pilot study with rigorous protections in place for subjects, approved by the Institutional Review Board of our institution. In terms of building and deploying automated systems along the lines we have demonstrated to be potentially feasible here, we want to further acknowledge the ethical challenges that would pose. For instance, how could such an automated screening process, which could be prone to errors, identify sufficiently accurate signals for IPV, and ensure one’s privacy? How could one address the potential consequences of misinterpreting or misrepresenting any of the temporal, linguistic, or contextual cues that may indicate IPV? After all, just because an individual searches for things relating to partner violence or domestic abuse, it may not mean that he or she has directly experienced IPV personally.

There are significant ethical challenges at the micro (individual), meso (family and local community), and macro (regional, state, and national) levels posed by this line of work. A detailed discussion of these myriad concerns is beyond the scope of the current paper. We focus instead on the main ethical challenges posted by this work at the micro level. In particular, there are potential threats to individual privacy and safety when data such as search logs are used for secondary purposes. Users likely never intended such secondary uses of their personal data, and may often refuse to allow it, if given direct control over data they generate or contribute to. The traditional notion of informed consent remains a fundamental component of current research ethics. The concept refers to an individual’s right to self-determination based on clear, accurate, and timely information before, during, and after participation in research.

To address this concern, in part, we use an exclusively opt-in model for study participation. In the commercial world, web search data is commonly collected at scale with little semblance of a process of informed consent that
would satisfy even the most lenient standards of human subjects protections. Many users of online search services are unaware that the data and metadata they are generating is being collected or stored, much less used for any purpose beyond the primary action of conducting an online search. Even among those who are aware that their data is being collected, few users of search services would ever contemplate that their data would ever be used for purposes far beyond their initial intent, namely to find what they are seeking online quickly, efficiently, and precisely.

7. Future Work

We acknowledge that our findings are based on a small dataset collected from a very specific population group. In order to establish stronger generalizable signals of IPV, based on search history, we need to conduct the study on larger general population. Following that, it is quite feasible to build robust predictive models for identifying presence of IPV through internet usage data. In addition, we aim to leverage data such as Youtube and Google map usage history to uncover one’s quotidian online activities.

The accessibility of individual level search log data opens the door to studying signals for other phenomena, such as anxiety, stress, PTSD, panic disorder, etc., associated to IPV. We are working with other researchers and clinicians at our university’s medical center to include this work as a collaboration opportunity between mental and public health researchers.

8. Conclusions

In this paper, we show that individual level search histories can be used for identifying abusive relationship. Our work is an empirical demonstration that daily online search history has the potential to capture IPV among couples. We employed both the linguistic and contextual aspects of search logs to build model for identifying individuals in abusive relationships. We look forward to expanding our analysis across different forms of online activities and eagerly explore signals of other forms of related phenomena.

References

I. Kawachi, B. P. Kennedy, Socioeconomic determinants of health: Health and social cohesion: why care about income inequality?, Bmj
S. R. Schuler, S. M. Hashemi, A. P. Riley, S. Akhter, Credit programs, patriarchy and men’s violence against women in rural Bangladesh,